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RaLiBEV: Radar and LiDAR BEV Fusion Learning
for Anchor Box Free Object Detection Systems
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Abstract— In autonomous driving, LiDAR and radar are
crucial for environmental perception. LiDAR offers precise 3D
spatial sensing information but struggles in adverse weather like
fog. Conversely, radar signals can penetrate rain or mist due to
their specific wavelength but are prone to noise disturbances.
Recent state-of-the-art works reveal that the fusion of radar
and LiDAR can lead to robust detection in adverse weather.
Current approaches typically fuse features from various data
sources using basic convolutional/transformer network architec-
tures and employ straightforward label assignment strategies
for object detection. However, these methods have two main
limitations: they fail to adequately capture feature interac-
tions and lack consistent regression constraints. In this paper,
we propose a bird’s-eye view fusion learning-based anchor box-
free object detection system. Our approach introduces a novel
interactive transformer module for enhanced feature fusion
and an advanced label assignment strategy for more consis-
tent regression, addressing key limitations in existing methods.
Specifically, experiments show that, our approach’s average
precision ranks 1st and significantly outperforms the state-of-the-
art method by 13.1% and 19.0% at Intersection of Union (IoU)
of 0.8 under “Clear+Foggy” training conditions for “Clear” and
“Foggy” testing, respectively. Our code repository is available at:
https://github.com/yyxr75/RaLiBEV.

Index Terms— Autonomous driving, anchor box free object
detection, LiDAR, point cloud, radar, range-azimuth heatmap,
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I. INTRODUCTION

AUTONOMOUS driving systems typically employ sensors
such as LiDAR, cameras, and radar to construct their per-

ception functionality. Such perception scheme has been widely
demonstrated in numerous works, covering various aspects
such as data collection/generation [1], [2], algorithm devel-
opment [3], and real-world testing [4]. This multi-modality
hardware perception system with a developed software finally
helps solving downstream task such as trajectory prediction
and ego motion planning [5], [6], etc. LiDAR, a key sensor
used in Advanced Driver Assistance Systems (ADAS) and
autonomous driving, offers rich semantic and geometric infor-
mation for environmental perception tasks [7]. These tasks
include object detection [8], [9], multi-object tracking [10],
[11], ego localization [3], and points registration for map-
ping [12], [13], [14]. However, single LiDAR modality is not
able to comprehensively understand surrounding environment.

Recent works show that fusing LiDAR and camera data at
the raw stream level [15] can significantly improve the robust-
ness of autonomous driving perception systems [16], [17].
However, the performance of either camera or LiDAR drops
severely in adverse weather, i.e., rain, snow, and fog [18], [19].
For instance, cameras become blurred, LiDAR’s operating
range reduces significantly, and the number of noise points
of LiDAR increases due to the impact of heavy snow or fog.
As illustrated in Fig. 1(b), the number of noisy points around
the ego vehicle increases while the far end LiDAR points
disappear, compared to the LiDAR point cloud measured in
clear weather, as shown in Fig. 1(a).

In contrast with cameras and LiDAR, radar can naturally
avoid the influence of adverse weather because the millimeter
wave is able to penetrate the rain, snow, and fog [20]. Such
characteristic makes radar a powerful complementary sensor
in ADAS and autonomous driving [21], and even in the
cooperative perception [22]. The typical Frequency Modulated
Continuous Wave (FMCW) radar, widely used in automotive
systems, have the ability to accurately separate objects in range
and speed dimension but having a low angular resolution due
to the limited number of antennas in a compact space [23],
[24], [25], [26]. Thus, radar can only provide many sparser
detection points with ambiguity in angular information com-
pared to the dense LiDAR point cloud. Such a drawback
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Fig. 1. Performance of the RaLiBEV in clear and foggy weather. The LiDAR
and radar visualization results are combined by radar range azimuth heatmap
with jet pseudo-color in the background and LiDAR with white point cloud
and 2D object bounding boxes. The ground-truth boxes are orange, and the
predicted boxes by RaLiBEV are red. All the boxes use green lines to indicate
the heading direction.

limits its performance when being applied in the perception
system.

To leverage radar’s robustness in adverse weather, recent
methods [27], [28] use radar range-azimuth heatmaps instead
of detection points to fuse with LiDAR point clouds for vehicle
detection. However, these anchor box-based methods face
generalization issues due to the need for predefined anchor
boxes tailored to specific datasets, resulting in unsatisfactory
high-accuracy performance.

To address these challenges, we introduce RaLiBEV,
a fusion model that integrates radar and LiDAR data in
Bird’s Eye View (BEV) for enhanced object detection with-
out relying on anchor boxes. Unlike [3], which focuses
on global localization using LiDAR-only approaches, our
work emphasizes object detection by fusing radar and
LiDAR, particularly in adverse weather conditions. While [16]
explores camera-LiDAR fusion for 3D semantic segmenta-
tion, we leverage radar-LiDAR fusion to enhance detection
accuracy in foggy conditions. In contrast to anchor box-based
methods [64], which emphasize balancing samples of varying
quality anchor boxes or different classes, our proposed method
prioritizes achieving consistency between classification and
box regression.

RaLiBEV transforms the LiDAR point cloud into a struc-
tured BEV format (pillarization) and uses radar range-azimuth
heatmaps for discrete BEV sampling. Independent feature
extraction from radar and LiDAR data in BEV is followed by
fusion to create a detailed BEV feature. This feature is pro-
cessed through a neural network backbone and a multi-scale
detection head that estimates vehicle bounding boxes without
anchor boxes.

In this work, two key innovative methods are proposed.
First, an innovative label assignment strategy is proposed
to reduce classification-regression inconsistencies. Second,

an interactive transformer-based BEV fusion technique is
proposed to enhance radar and LiDAR feature map interaction.
Experimental results show that RaLiBEV outperforms state-of-
the-art methods by 13.1% and 19.0% at IoU 0.8 in clear and
foggy weather tests, respectively.

The main contributions of this paper are concluded as
below:

• A radar and LiDAR BEV fusion-based anchor box free
object detector, RaLiBEV, is proposed. The RaliBEV is
able to generate accurate 2D bounding boxes in BEV by
fusion of features extracted from the radar range-azimuth
heatmap and the LiDAR point cloud.

• A novel label assignment strategy, Gaussian Area-based
Consistent Heatmap and IoU Cost Positive Sample
Assignment (GACHIPS), is applied to combat the incon-
sistency between the classification of key points and the
corresponding bounding box regression tasks in the radar
and LiDAR fusion-based anchor box free object detector.

• A novel interactive transformer-based fusion mod-
ule, Dense Query Map-based Interactive BEV Fusion
(DQMITBF), is proposed to fuse radar and LiDAR
feature maps. With the introduction of dense, learnable
queries and a symmetric fusion architecture, the fusion
module provides an information-sensitive fusion mecha-
nism to aggregate suitable features from both maps under
various weather conditions.

• The aforementioned object detector can achieve fairly
accurate detection performance even in adverse weather,
as shown in of Fig. 1(d) compared to the ground-truth
bounding boxes illustrated in Fig. 1(c) which outperforms
the state-of-the-art radar and LiDAR fusion-based object
detector with a large margin in the popular Oxford Radar
RobotCar (ORR) dataset [1].

The rest of this paper is organized as follows. Section II
discusses the related works, including LiDAR-based per-
ception methods, radar-based perception methods, and the
methods which fuse radar and LiDAR for object detection.
In Section III, the proposed radar and LiDAR fusion-based
object detection approach, RaLiBEV, is introduced. In addi-
tion, the proposed label assignment strategies and interactive
transformer-based fusion schemes are also described. Then,
the experiment process and corresponding results on ORR
datasets are explained and analyzed in Section IV. Finally,
the conclusion and further work are drawn in Section V.

II. RELATED WORKS

A. LiDAR-Based Object Detection

LiDAR, a pivotal sensor in environmental perception, plays
a critical role in object detection within the surrounding
environment. Deep learning techniques have enabled various
approaches to LiDAR-based object detection, which can be
categorized into four main methods based on their processing
of input point clouds.

The first method, point-based detection, employs linear
layers to extract features from unordered point clouds [29],
[30]. In contrast, the grid-based approach discretizes point
clouds into 2D grids or 3D voxels, utilizing convolutional
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neural networks (CNNs) for feature extraction [8], [9], [31],
[32]. Graph-based methods transform point clouds into graph
data structures, leveraging Graph Neural Networks (GNNs)
to extract features and detect objects [33]. Here, points are
represented as vertices, and the relationships between points
are defined as edges. The fourth category, the combination
method, integrates features extracted from different representa-
tions of point clouds or multiple views of 2D grids, enhancing
the overall detection performance [34], [35].

Despite the precise and dense 3D spatial information
provided by LiDAR, its effectiveness can be limited by
adverse weather conditions. Nonetheless, ongoing research
is dedicated to overcoming these challenges and enhancing
LiDAR-based object detection methods.

B. Radar-Based Object Detection

Radar, operating within the millimeter wave band, remains
effective in object detection under adverse weather condi-
tions. Conventional methods like CFAR [36] and clustering
techniques [37] dynamically adjust detection thresholds and
group points into objects but face challenges in complex
environments and with overlapping objects.

Deep learning approaches, including semantic segmentation
and clustering [38], [39], offer detailed object detection but
require significant computational resources. Recent advance-
ments such as PointNet [40], [41] and Graph Neural Networks
(GNNs) [42], [43] directly process point cloud data, improving
detection accuracy. These methods demand substantial training
data and computational resources.

Range-azimuth heatmaps are also used for radar object
detection, either through clustering and classification [44],
[45] or deep learning models predicting object presence and
location [46], [47], [48], [49], [50]. Despite radar’s robustness
in adverse weather, limitations like multi-path propagation and
lower resolution hinder detailed object recognition, emphasiz-
ing the importance of sensor fusion. Integrating radar with
LiDAR, which provides high-resolution point cloud data, can
significantly enhance object detection and recognition capabil-
ities.

C. Radar and LiDAR Fusion-Based Object Detection

Radar and LiDAR both have their strength and weaknesses.
Fusing the information from the two types of sensors can
achieve a better surrounding perception [27], [28], [51], [52],
[53]. Generally, sensor fusion can be performed at the result
or feature levels.

In result-level fusion, each sensor is characterized as an
individual detection union. Then the detected objects are
aggregated to generate the final result. This method consumes
less transmission bandwidth and has a fast operation speed.
However, its performance is severely limited by each single
sensor detector.

In feature-level fusion, it is essential to aggregate feature
information from both sensors, providing rich and reliable data
for end-to-end networks [54], [55]. General fusion strategies,
such as concatenating or adding data from different sensors
after CNN-based feature extraction, offer faster computational

speeds but limited capacity in terms of weighted combination
of feature information. Utilizing the attention mechanism
from transformers [56] for information scraping has proven
more effective [57]. However, previous efforts employing
cross-attention, whether across different data channels, var-
ious temporal data [27], [28], [58] or different modality
data [59] encounter effectiveness challenges. This is attributed
to the limitation of relying solely on attention to capture
information without query constraints, which restricts the
model’s ability to adapt to complex samples. Bi-LRFusion [60]
proposes a bidirectional LiDAR and radar feature fusion
scheme, which uses a query-based approach guided by both
elevation-view and bird’s-eye-view perspectives for fusing
LiDAR and radar features. However, its utilization of sparse
queries severely restricts its performance when handling dense
radar range-azimuth heatmap data. To tackle this problem,
we propose a dense, learnable query map-based transformer
block that fusing features from each sensor. This approach
offers dense and adaptable attention weights for enhanced
sensor fusion.

D. Label Assignment in Object Detection

The traditional label assignment approach was first intro-
duced in both anchor-based and anchor-free object detection
frameworks. These frameworks use fixed thresholds to classify
an anchor box or point as a positive sample, based on criteria
such as the IoU between anchor boxes and ground-truth boxes,
or whether an anchor point falls within a ground-truth box.
However, these heuristic designs overlook the consistency
between classification and box regression, leading to subop-
timal box selection during inference and reduced detection
performance [61].

In anchor-based frameworks [62], [63], all anchor boxes
that meet the IoU or IoU plus boxes centers distance [64]
above a specified threshold with the ground-truth box compute
a combined loss of classification and box regression. However,
This parallel loss design causes inconsistency issues. Similarly,
in anchor-free frameworks [65], [66], [67], fixed threshold
label assignment identifies certain anchor points within the
ground-truth box as positive samples. The separate calculation
and combination of classification and box regression losses
result in a numerical gap, perpetuating inconsistency.

To address this, methods like freeAnchor [68], ATSS [69],
AutoAssign [70], PAA [71], and OTA [72] align pre-
dicted outcomes with ground-truth, reducing the consistency
gap. However, these methods focus on image-based object
detection, addressing varying object sizes and occlusion by
assigning multiple positive samples to individual targets. This
leads to competition among positive samples during training,
exacerbating the consistency gap during inference.

III. PROPOSED METHOD

In this section, the framework of the proposed anchor
box-free radar and LiDAR fusion-based object detector are
first introduced. Then, two enhancements of RaLiBEV, one
with label-assignment strategies and the other with interactive
transformer fusion strategies, are described.
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Fig. 2. The pipeline of the proposed radar and LiDAR fusion-based anchor box free object detector, RaLiBEV.

A. Anchor Box Free Object Detection

Aggregating features from each sensor under BEV rep-
resentation is straightforward. As shown in Fig. 2, the
raw LiDAR point cloud and radar range azimuth heatmap
undergo pre-processing via their respective feature extractors.
These features are then fused and processed by a YOLOV4-
based [73] feature extractor and a multi-scale anchor-free
detection head to decode 2D BEV rotating bounding boxes.

Radar data is converted from polar to Cartesian coordi-
nates using bilinear interpolation, resulting in a shape of
[Wr , Hr , Cr ]. LiDAR data is structured using PointPillars [9]
into a fixed shape [Wl , Hl , Cl ] under BEV.

Advanced feature extraction techniques are applied to each
sensor branch using N convolution layers. The extracted
features are integrated using an enhanced fusion module with
an interactive transformer mechanism. The fused features are
then processed by the YOLOv4-based backbone for further
refinement.

A multi-scale anchor-free detection head decodes the detec-
tion results. The first output channel generates a heatmap
representing the object’s existence probability. Subsequent
channels predict △x , △y, width, length, angle classification,
angle offset, and object class.

Using the anchor-free detection approach, positive anchor
points are identified on the feature map, and regression begins
from those points. For each ground-truth bounding box in the
BEV, a Gaussian distribution map is generated as a supervision
signal for heatmap prediction:

G(x|µ, 6) =
1

2π
d
2 |6|

1
2

e−
1
2 (x−µ)T 6−1(x−µ), (1)

where x = [i, j] is the BEV spatial vector, µ is the center
coordinates of ground-truth boxes, and 6 is the covariance

matrix:

6 = E(x − E(x))(x − E(x))T , (2)

using the four corners’ 2D coordinates of a box as x.

B. Label Assignment Strategies

For object detection, the total loss is the sum of classifica-
tion loss (Lcls) and box regression loss (Lbox ):

L = Lcls + Lbox , (3)

The classification loss (Lcls) uses focal loss modified with
Gaussian mixture distribution weight Gi, j :

Lcls =


−

M∑
i, j=0

Gi, j (1 − pi, j )
γ log(pi, j ) if Gi, j = 1,

−

M∑
i, j=0

Gi, j pγ

i, j log(1 − pi, j ) otherwise.

(4)

The box loss (Lbox ) includes △x , △y, width, length, and
angle offset △θ loss, formulated as smooth L1 loss, and angle
classification loss (lce

θ ):

Lbox =

M∑
i, j=0

αi, j (l
reg
△xy + lreg

wl + lce
θ + lreg

△θ ). (5)

The box regression loss occurs only on positive samples
(αi, j = 1), while classification loss is computed on all anchor
points. This can cause inconsistency in label assignments,
affecting detection accuracy.

Three label assignment strategies are typically used:
bipartite matching, multi-positive, and single-positive label
assignment. “Multi/single” indicates the number of anchor
points chosen as positive samples for one object.
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Fig. 3. Overview of label assignment strategies for object detection. (a) Identifies the object with a red-bordered ground-truth bounding box and a green
headline. Yellow and red ellipses represent ground-truth and predicted Gaussian distributions, respectively. Red dots are positive sample points, and green
dots mark the ground-truth Gaussian centers. Strategies (b) to (e) show different methods for selecting positive samples for box loss calculation, ranging from
(b) using all anchor points within the ground-truth area, to (c) selecting the center, (d) the point with the highest foreground-background classification score,
and (e) the point with the highest “score plus IoU”. Strategy (f) integrates the approach from (e) with an alternative loss function as Eq. (14).

1) Bipartite Matching Label Assignment: The typical bipar-
tite matching label assignment is based on the Hungarian
algorithm. This set-based label assignment builds a cost matrix
of IoU between predicted and ground-truth boxes, where the
predicted boxes are decoded from a predefined location. Then
it finds the best matching positive samples by the Hungarian
algorithm. The traditional bipartite matching process is based
on anchors [75], while DETR [76] leveraging object query
changes this matching art to a total end-to-end style. Using the
Hungarian algorithm, DETR computes loss directly between
predefined object queries and ground-truth object boxes. Then
after training, the converged queries can be directly decoded
into the final predicted boxes without Non-Maximum Sup-
pression (NMS). However, the size of the query map in our
proposed method is set to be the same as the size of the radar
and LiDAR feature map. Such a large number of queries leads
to massive computational consumption, which is not feasible
when applying the Hungarian algorithm. Thus, such bipartite
matching label assignment is not considered for our proposed
method.

2) Multi-Positives Label Assignment: Following the idea
that multiple positive anchor points may alleviate positive
and negative sample imbalance problems in anchor-free detec-
tion architecture, a Gaussian area-based multi-positive label
assignment is designed. Based on the ground-truth Gaussian
mixture distribution heatmap G created in Section III-A,
a static threshold is used to extract the specific region as the
positive anchor points. Foreground-background classification
and box regression are then applied together on each positive
anchors points. As Fig. 3(b) shows, all dots with red colors
are the selected positive samples. They are all located in
the ground-truth Gaussian distribution yellow-colored area,
thus this approach is named as Gaussian Area-based Multi-
Positives Sample assignment.

Nonetheless, the introduction of multiple positive samples
inevitably leads to competition in training procedure among
them because they all devote to the gratitude, exacerbating the

consistency gap during the interference phase. The experiment
result is shown later in Section IV-C1.

3) Single Positive Label Assignment: In order to prevent
numerical regression conflicts caused by multiple positive
samples, single positive sample allocation strategy has been
designed. The fundamental characteristic of a single positive
sample is that, for each ground-truth object, there is only one
positive anchor point corresponding to it, which contributes
to the gradient of the loss in each training iteration. Four
methods have been proposed successively to alleviate the
inconsistency between foreground-background classification
and box regression mentioned in the previous discussion.
The experiment shows that abandoning the center prior can
most effectively alleviate the consistency issue between object
detection and regression. The proposed four methods share the
same training framework as below:

1⃝ Generate candidate anchor points: For each ground-truth
object, create a set of candidate anchor points.

2⃝ Design unique costs: Assign a unique cost to each
candidate anchor point.

3⃝ Select positive samples: Choose the most suitable can-
didate anchor points as positive samples.

4⃝ Compute loss: Calculate the loss result based on the
selected positive anchor points.

The four label assignment strategies contribute different
innovations in the pipeline. The details are elaborated below.

The first step is generating candidate anchor points. This
step is the common procedure for all four label assign-
ment strategies. According to Eq. (1), a Gaussian distribution
{Gk, k = 1, . . . , n} is generated for each ground-truth object,
and the multiple objects form a Gaussian mixture distribution
G. By setting a fixed threshold, the anchor points inside
each Gaussian distribution can be obtained, which are called
candidate anchor points. This step can be described as:

AG
k = A ∩ Gk, (6)
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where AG
k represents the set of candidate anchor points in the

k-th ground-truth Gaussian distribution, A represents the set
of all anchor points on the BEV grid, and ∩ represents the
intersection operation.

The second and third steps are to design unique cost for
these candidate anchor points and then select one as positive
sample. In these two steps, the first three label assignment
strategies make improvements rely on different design:

• The first design is Direct Index based Positive Sample
(DIPS) assignment. As Fig. 3(c) shows, DIPS treats
the label center locations as the positive anchor points,
then applies foreground-background classification and
box regression on these anchor points. The DIPS sample
assignment is a standard design of CenterPoint [8] whose
cost and selection are described as:

ak =
1
n

n∑
i=1

AG
k . (7)

The process begins by determining if a candidate anchor
point is positioned at the center of AG

k . Here n represents
number of anchor points of kth object. The location of
center anchor ak is calculated from the mean location of
all the candidate anchor positions. This is calculated and
represented as ak according to Eq. (7). Following this,
a binary mask, symbolized as α, is used to indicate the
selection of positive samples. This mask is assigned a
value of 1 in accordance with:

α(ak) = 1. (8)

After the establishment of α, the location for the box
regression loss is pinpointed. Subsequently, the final loss
is then calculated based on Eq. (3), which is summation
of two values obtained from Eq. (4) and Eq. (5) for all
the positive samples.

• The second approach is termed as the Gaussian Area-
based Heatmap cost Positive Sample (GAHPS) assign-
ment. In this method, we substitute the cost calculation
from determining the centers of ground-truth boxes to
assessing the maximum predicted heatmap value for each
anchor point. The remaining steps, including the first and
the fourth, are kept unchanged. Firstly, the model infer-
ences predicted heatmap Pcls

k and boxes Pbox
k follows

Eq. (9). As illustrated in Fig. 3(d), the red fading ellipse
represents the predicted Gaussian distribution heatmap.
This step is described as:

Pcls
k , Pbox

k = Decode(F, AG
k ). (9)

The decoding function, denoted as Decode(·), takes two
inputs: the feature map F and the anchor points in k-th
Gaussian distribution AG

k . Then, different from DIPS, the
cost is designed as predicted heatmap as shown in:

Ca
k = Pcls

k . (10)

The anchor point with highest predicted heatmap value
are chosen as the positive sample ak as shown in:

ak = argmax(Ca
k ). (11)

The Eqs. (9), (10), and (11) are utilized to substitute Eq.
(7). Following this, the binary mask α is computed using
Eq. (8). Similar to the first DIPS strategy, the final loss is
also calculated using Eq. (3), (4) and (5). However, the
final loss is determined based on the established α here
in this design.

• The third approach is termed as the Gaussian Area-
based Heatmap and IoU cost Positive Sample (GAHIPS)
assignment, as shown in Fig. 3(e). In this method, we go
beyond merely substituting the cost with the predicted
heatmap value. Instead, we replace it with the sum of
the predicted heatmap value and the IoU value between
the predicted box and the ground-truth box. Therefore,
the first step is to calculate the IoU score of predicted
bounding box and ground-truth box. The decoded Pbox

k
derived from Eq. (9) is utilized to compute the IoU scores
SI oU

k in relation to the ground-truth bounding boxes Gbox
k :

SI oU
k = computeI oU (Pbox

k , Gbox
k ). (12)

Following this, the sum of the predicted heatmap values
and IoU scores, represented as Ca

k , is employed as the
new cost, as indicated in:

Ca
k = Pcls

k + SI oU
k . (13)

The positive anchor point ak is then selected using Eq.
(11), and the binary mask α is also determined by Eq. (8).
Lastly, same as aforementioned strategies, the final loss
is still calculated using Eq. (3), which is a combination
of Eq. (5) and Eq. (4).
To be noted that, although the processes of determining
α are different in DIPS, GAHPS and GAHIPS, the ways
of computing final loss are same. However, because
the foreground-background classification loss and box
regression loss are independent from each other, such
definition of final loss leads to a consistency gap between
the two loss above. To address this issue, the fourth design
is proposed.

• The fourth design is Gaussian Area-based Consistent
Heatmap and IoU cost Positive Sample (GACHIPS)
assignment, which is a divergence of the GAHIPS.
GACHIPS follows the previous three steps as the
GAHIPS, but modifies the final step of loss com-
putation as indicated in Fig. 3(f). By doing it, the
foreground-background classification loss and box regres-
sion loss are both controlled by α. Specifically, the former
foreground-background classification loss function which
is shown in Eq. (4), should be replaced by:

Lcls =


−

M∑
i, j=0

αi, j (1 − pi, j )
γ log(pi, j ) if αi, j = 1,

−

M∑
i, j=0

pγ

i, j log(1 − pi, j ) otherwise.

(14)

During inference procedure, the key step is to extract peaks
from the predicted heatmap. We set a static threshold to pick
every anchor point to generate the corresponding box, then
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Fig. 4. Comparison of direct transformer for BEV fusion with dense query map-based interactive transformer for BEV fusion.

NMS is applied to discard other boxes that overlap with the
higher confidence box by a certain size. Beware that NMS can
still filter out a certain amount of overlapping bounding boxes
estimated from three branches in multiple scales. However,
the estimated bounding boxes rarely overlap in a single scale
branch since the anchor box-free approach with a single
positive label assignment strategy is employed.

C. Interactive Transformer for Fusion of
Radar and LiDAR in BEV

In the pursuit of enhancing the performance of sensor fusion
in autonomous driving systems, we propose a novel approach
that transcends the conventional method of simply concatenat-
ing features from each sensor. The standard transformer [57]
based traditional approach, while straightforward, is inherently
limited in its ability to effectively weigh the features from each
sensor. To this end, we have designed an innovative interactive
transformer-based BEV Fusion block, to fuse data from the
two sensor branches more effectively. In the following, we will
describe the traditional transformer-based fusion method for
comparison purposes, followed by our proposed interactive
transformer fusion method. Our method builds on the tradi-
tional method but includes significant innovation.

The traditional transformer-based fusion method, termed
Direct Transformer for BEV Fusion, serves as a foundational
approach employing a straight-forward transformer mecha-
nism for BEV fusion. Illustrated in Fig. 4(a), it utilizes the
radar feature map as the query and the LiDAR feature map as
both the key and value. The fusion process involves computing
a weight matrix through the matrix multiplication of the query
and key, normalizing it with a softmax function, and then
applying the dot product of the weight and value, with an
added residual process involving the value itself. This can be
mathematically represented as:

Xout = σ(X R XT
L ) ⊙ XL + XL . (16)

Here, X denotes the feature map, σ(·) denotes the softmax
function, ⊙ denotes element-wise multiplication, and X R , XL
represent the radar and LiDAR feature maps, respectively.
This baseline method demonstrates the initial effectiveness of
transformer-based BEV fusion.

The approach proposed in this paper, Dense Query
Map-based Interactive Transformer for BEV Fusion
(DQMITBF), is based on the core concept of the conventional
Direct Transformer. However, a significant variation in the
query mechanism is introduced in the DQMITBF. Shown
in Fig. 4(b), this method employs a randomly initialized,
learnable BEV query of the same size as the input key
feature map. It facilitates interactive attention between this
BEV query and both radar and LiDAR feature maps, treated
as key and value, respectively. The fusion process involves
three steps: First, calculating the correlation between the
BEV query and radar feature map to enable radar-to-LiDAR
interaction. Second, using the softmax output as a weighting
factor for the LiDAR feature map. Third, adding the weighted
LiDAR feature map to the original LiDAR feature. This
process is mirrored for LiDAR-to-radar feature fusion,
culminating in the concatenation of the fused radar and
LiDAR feature maps for further processing. The fusion can
be succinctly represented as Eq. (15), shown at the bottom
of the page. In this equation, XQ is the learnable query, X R
and XL are the radar and LiDAR feature maps, respectively,
and c⃝ denotes the concatenation process.

The DQMITBF architecture interacts symmetrically with
radar and LiDAR features through a BEV query and integrates
them in a unified phase. This interactive query allows the
model to prioritize feature-rich branches, especially in vary-
ing weather conditions. Thus, this novel approach optimizes
the weighting and combination of heterogeneous sensor fea-
tures in an adaptive manner, enhancing the effectiveness of
autonomous driving systems in different scenarios.

D. Possible Extension to Other Perceptual Tasks

RaLiBEV, while primarily focused on object detection, has
the potential to generalize to tasks like instance and seman-
tic segmentation due to its flexible transformer-based fusion
module and dense BEV queries. For instance segmentation,
the detection head could be extended with a mask prediction
branch, and for semantic segmentation, the fusion mechanism
could be refined for per-pixel classification. The BEV-based
representation in RaLiBEV effectively captures spatial and

Xout = (σ (XQ XT
R) ⊙ XL + XL) c⃝(σ (XQ XT

L ) ⊙ X R + X R) (15)
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TABLE I
EXAMPLE LIST OF PR CURVE AT IOU = 0.5

geometric relationships, making it suitable for these dense
prediction tasks.

IV. IMPLEMENTATION AND RESULTS

A. Dataset and Evaluation Metrics

The ORR dataset [1] is used for its synchronized LiDAR
point cloud, radar range azimuth heatmap, and car motion pose
parameters. LiDAR data is captured by two Velodyne HDL-
32E LiDARs, and radar data by a NavTech CTS350-X radar
with a 360◦ field of view. Radar angle resolution is 0.9◦ every
400ms, while LiDAR is 0.33◦ every 20ms.

Synchronization between LiDAR and radar data, and anno-
tation generation, is achieved by interpolation using ego
vehicle pose [27]. Pose parameters correct misalignment, and
annotations are generated every 20 frames, with intermediate
frames interpolated. For foggy scenarios, MVDNet [27] relo-
cates LiDAR points using DEF [51], setting fog probability
to 0.05 to adjust visibility. The dataset includes 8862 frames,
split into 7071 for training and 1791 for testing.

Evaluation uses 2D rotated bounding box average precision
(AP) under different IoU thresholds. AP measures precision
and recall, with higher AP indicating better performance.
Prediction boxes are classified as True Positive (TP) if they
overlap with ground-truth objects above the IoU threshold,
or False Positive (FP) if below. Precision and recall are
defined:

Precision =
T P

T P + F P
,

Recall =
T P

T P + F N
. (17)

Table I shows AP calculation at IoU = 0.5. Precision
decreases and recall increases with lower object scores.
AP@IoU = 0.5 is the area under the precision-recall curve,
with higher values indicating better model performance.

B. Implementing Details

• Architecture details: The preprocessing of LiDAR data
is based on the PointPillars framework, where a BEV
spatial resolution of 0.2 m×0.2 m is used. This transforms
the unstructured LiDAR point cloud into a structured
matrix with dimensions 320 × 320 × 9. Similarly, the
radar data is naturally represented in a BEV format with
dimensions 320 × 320 × 1.
As illustrated in Fig. 2, the subsequent convolutional
block includes a 3 × 3 convolution layer, a batch nor-
malization layer, and a leaky ReLU activation layer. This
block is replicated N = 3 times. After processing through
the convolutional network, both the LiDAR and radar
features are transformed into a shape of 320 × 320 × 16.

TABLE II
PARAMETERS OF PROPOSED NETWORK

Following this preprocessing, the LiDAR and radar fea-
tures are input into the Interactive Transformer-based
BEV Fusion module. In this module, the features are
weighted and fused using a pre-set BEV query, which
also has a shape of 320×320×16. The fused feature, now
with dimensions 320×320×32, is passed into a YOLO-
V4-based feature extraction and detection network.
The YOLO-V4 backbone comprises Darknet-53 and a
three-scale detection head. During inference, the pre-
dicted boxes are decoded from the anchor-free heads of
the three-scale output. A static threshold of 0.1 is applied
to extract peaks, which represent key points among
all anchor points in the predicted heatmap. After box
generation from the three-scale output feature maps, non-
maximum suppression (NMS) is employed to eliminate
redundant boxes, with a threshold set at 0.2.

• Parameter details: The details of the parameters for our
proposed network are provided in Table II.

• Training process details: During training, a batch size
of 32 is used, with four Nvidia Tesla V100S GPUs.
The first two epochs serve as a warm-up phase, during
which the learning rate linearly increases from 0 to 0.01.
Afterward, the learning rate decreases by a factor of
0.1 every 10 epochs. The training process is optimized
using the ADAM optimizer.

C. Experimental Results and Analysis

1) Ablation Study on Label Assignment Strategies: Exper-
iments on the Oxford Radar RobotCar dataset evaluate the
proposed strategies, focusing on AP for cars at IoU 0.5, 0.65,
and 0.8.

Table III shows results for different label assignment
strategies and interactive transformer fusion architectures in
RaLiBEV. The Gaussian Area-based Multi-Positive Sample
Assignment strategy, using the YOLOv4 backbone and neck,
serves as a baseline. It achieves APs of 95.4% at IoU 0.5 and
94.2% at IoU 0.65, both improving by 2.2%, but drops 5.8% at
IoU 0.8 to 75.7%, compared to ST-MVDNet++ [58], which
has APs of 93.2%, 92.0%, and 81.5% at IoUs of 0.5, 0.65,
and 0.8, respectively.

The DIPS Assignment strategy shows minor improvements
of 0.7% - 0.9% at IoUs of 0.5 and 0.65, but a 6% improvement
at IoU 0.8. The GAHPS strategy further improves high
precision AP by 5%, reaching 89.5% at IoU 0.8. The GAHIPS
strategy maintains similar performance at IoU 0.5 but signif-
icantly improves AP at IoU 0.8 to 92.0%, a 10.5% increase
over ST-MVDNet++. The GACHIPS strategy, using heatmap
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TABLE III
ABLATION STUDY OF LABEL ASSIGNMENT METHODS

TABLE IV
ABLATION STUDY OF FUSION METHODS. (W/O: WITHOUT)

and IoU as cost, further improves AP to 97.4% at IoU 0.5 and
93.9% at IoU 0.8.

Experiments indicate that a multi-positive sample strategy
can adversely affect high-precision performance due to inter-
sample competition. This strategy, which involves calculating
multiple losses for the same object, introduces inconsistencies,
particularly in the △x and △y values, thereby hindering
optimal convergence.

In traditional image detection, multi-positive sample strate-
gies enhance detection rates under overlapping conditions.
However, this approach proves unsuitable for BEV perception
in autonomous driving, where targets typically do not overlap.
By assuming a single positive sample point, inter-sample
competition is eliminated, allowing the model to focus on
a singular convergence point. Nevertheless, this can lead to
mismatches between foreground-background classification and
bounding box regression, limiting peak performance. The
DIPS strategy, which uses a fixed target center for box
regression loss calculation, may not align with the optimal
classification point during inference, resulting in accuracy loss
due to classification-regression inconsistency.

The GAHPS strategy addresses this issue by utilizing peak
points from the inference heatmap as box regression anchors
during training, thereby enhancing performance. Compared to
DIPS, GAHPS improved precision at IoU 0.8 by 5%.

Further refinement of the cost design by integrating IoU
with the heatmap led to additional accuracy gains. GAHIPS
surpassed GAHPS by 2.5% at IoU 0.8. Building on this,
GACHIPS allows the selected positive sample to manage both
classification and regression losses, maximizing consistency.
It employs the optimal anchor point from inference for loss
calculations during training and for decoding the optimal
detection box during inference, thereby unifying classification
and regression while aligning training and inference phases.
This approach achieved the highest precision, reaching 93.9%
at IoU 0.8.

2) Ablation Study on Interactive Transformer-Based BEV
Fusion Approaches: To verify the effectiveness of our pro-
posed method from other fusion methods. Several control
groups of different fusion methods are presented in Table IV.

As depicted in Eq. (15) and Fig. 4, our proposed method
incorporates a symmetric data interactive fusion module. This

module consists of two symmetric parts: one side uses LiDAR
as the key and radar as the value, while the other uses radar as
the key and LiDAR as the value. Therefore, ablation studies
were designed to evaluate the functionality of each fusion side,
the effectiveness of the BEV Query, and the impact of the
transformer architecture.

Based on the results presented in Table IV, the findings can
be summarized as follows: the symmetric interactive sensor
fusion algorithm based on the transformer achieves the highest
performance in object detection.

• Symmetric Fusion Architecture: In the first two abla-
tion studies, One Side 1 and One Side 2, the effectiveness
of the symmetric interaction fusion design is vali-
dated. When only one side of the interactive fusion is
used, the model’s performance fails to reach its opti-
mal level, demonstrating the necessity of the symmetric
architecture.

• BEV Query: In the third experiment, the BEV Query is
removed, resulting in a noticeable drop in performance
on AP@I oU = 0.8. This indicates that the BEV Query
significantly contributes to the model’s ability to meet
higher precision requirements.

• Transformer Module: In the final experiment, the
transformer fusion module is replaced with a simple
concatenation process. This substitution leads to a marked
deterioration in the model’s overall performance, high-
lighting the critical role of the transformer architecture in
the proposed design.

These ablation studies collectively demonstrate the impor-
tance of the symmetric interactive fusion module, the BEV
Query, and the transformer architecture in achieving superior
object detection performance.

To demonstrate the effectiveness of DQMITBF in a more
comprehensible manner, the feature maps of two selected
two frames in the interactive transformer fusion module are
visualized as depicted in Fig. 5. In Fig. 5, The top two
rows correspond to Frame 2799 and the bottom two rows
correspond to Frame 3299, which are selected randomly.
Each frame includes selections from clear and foggy weather
conditions for analysis. For each column, the feature maps
XQ, X R, XL , XQ XT

R , and XQ XT
L are illustrated for visual

Authorized licensed use limited to: Southeast University. Downloaded on August 18,2026 at 08:48:11 UTC from IEEE Xplore.  Restrictions apply. 



YANG et al.: RADAR AND LiDAR BEV FUSION LEARNING FOR ANCHOR BOX FREE OBJECT DETECTION SYSTEMS 4139

TABLE V
COMPARISON OF LIDAR ONLY APPROACHES AND RALIBEV WHICH EMPLOYS FUSION OF RADAR AND LIDAR.

THE NUMBERS IN BOLD ARE THE BEST OF ALL METHODS

Fig. 5. Interactive transformer feature map visualization results. Above two
rows and below two rows represent model performance in different scenarios.

comprehension. Furthermore, all feature maps are normalized
to the range [0, 1] for a consistent representation.

Utilizing a unified BEV query XQ , the input radar feature
map X R and LiDAR feature map XL are weighted to XQ XT

R
and XQ XT

L respectively, subsequently producing a fused fea-
ture for additional processing. It can be observed that XQ
manages radar and LiDAR features differently under varying
weather conditions. In clear weather, XQ XT

L is noticeably
larger in numerical value than XQ XT

R . However, in foggy
conditions, the input XL is significantly impacted by noise,
resulting in XQ XT

R being larger than XQ XT
L . From these

observations, we can draw the following conclusions:

• The approach utilizes an interactive transformer to aggre-
gate data from LiDAR and radar branches in a unified
manner.

• The BEV query in the interactive transformer can focus
on more information-rich signals under different weather
conditions.

Additionally, as depicted in Fig. 5, the inputs XL and X R
resemble the raw source data, and XQ does not focus on spe-
cific object areas. This is because the interactive transformer
fusion module operates early in the encoder process, where
data features exist in a raw energy distribution space rather
than a box location feature space.

The experiment results show that a reasonable fusion logic
significantly enhances RaLiBEV’s performance. While direct
transformer fusion among feature maps can improve perfor-
mance, interactive transformer-based concepts yield superior

results due to the innovative querying fusion method, which
introduces symmetry and unifying properties into the model.

3) Ablation Study of Multi-Modality Data Fusion: To high-
light the benefits of multi-modality fusion, Table V compares
performance metrics between the LiDAR-only approach and
the fusion of radar and LiDAR. The comparison shows that
neither RaLiBEV with LiDAR only nor PointPillars match
the performance levels achieved by radar and LiDAR fusion.
This enhancement is particularly noticeable in foggy scenarios.
When trained on a “Clear+Foggy” dataset, RaLiBEV in the
radar and LiDAR fusion modality (denoted as “R+L”) exhibits
exceptionally high performance, especially under the stringent
requirements of a 0.8 IoU in “Foggy” test scenarios.

The “Clear-only” training experiment assesses model
robustness Table V demonstrates that GACHIPS slightly out-
performs DQMITBF in “Foggy” conditions after “Clear-only”
training, with IoU improvements observed at various thresh-
olds. Nonetheless, both models exhibit significant performance
degradation in “Foggy” conditions absent from the training
data. This decline arises from their limited capacity to handle
novel foggy data, with DQMITBF being especially impacted
due to its dependence on LiDAR data, rendering it vulnerable
to atmospheric noise. These findings highlight the need for
training under diverse conditions, as demonstrated in experi-
ments including both “Clear” and “Foggy” data, to enhance
model robustness and adaptability.

4) Performance Comparison With State-of-the-Art Meth-
ods on Different Weather Conditions: This study, following
MVDNet [27], evaluates model performance across different
weather conditions, detailed in Table VI. We use MVDNet’s
method to simulate foggy LiDAR data for experiments com-
paring training with “Clear-only” and “Clear+Foggy” data
against “Clear” and “Foggy” testing scenarios. Two top-
performing models, RaLiBEV with GACHIPS and DQMITBF,
are highlighted. GACHIPS outperforms DQMITBF in “Clear-
only” training and “Foggy” testing, showing a 10%
improvement post data enhancement. Specifically, GACHIPS’s
performance jumps to 97.8%, 96.7%, and 93.7% in “Foggy”
tests, surpassing ST-MVDNet [28] by over 20% and Bi-
LRFusion [60] by 20.7% in IoU 0.8. Moreover, RaLiBEV
shows advancements of 4.4%, 7.8%, and 19.0% in IoU 0.5,
0.65, and 0.8 respectively, under “Clear+Foggy” training and
“Foggy” testing, compared to ST-MVDNet++ [58]. These
results demonstrate RaLiBEV’s superior accuracy in adverse
weather, benefiting from its fusion logic and label assignment
strategy.
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TABLE VI
COMPARISON OF AP OF ORIENTED BOUNDING BOXES IN BIRD’S EYE VIEW BETWEEN OUR PROPOSED RALIBEV AND OTHER STATE-OF-THE-ART

RADAR AND LIDAR FUSION-BASED METHODS. THE NUMBERS IN BOLD ARE THE BEST OF ALL METHODS

Fig. 6. Visualization of detection results of MVDNet and RaLiBEV.

Fig. 6 compares ground-truth and predictions from MVDNet
and RaLiBEV under clear and foggy conditions at the 3332th

and 4103th frames. Ground-truth boxes are in yellow, predic-
tions in red, with green lines for object headings. MVDNet’s
predictions show 3 misses and 4 incorrect headings in the first
row, and 1 false alarm with 2 heading errors in the second row,
even in clear weather. Conversely, RaLiBEV achieves perfect
detection in clear conditions and only one false detection
without heading mistakes in fog, for both frames.

V. CONCLUSION

In this paper, we introduce RaLiBEV, an innovative method
for fusing LiDAR and radar data. According to the experiment
results, this method effectively showcases the significant role
that radar can play in fusing autonomous driving perception
technology, especially in adverse weather. To enhance the per-
formance of the model, especially for high-precision detection,
novel label assignment and transformer-based fusion strategies
are proposed. Specifically, the GACHIPS strategy is proposed

to dynamically adjust the classification and regression posi-
tive sample position, to solve the inconsistency problem in
the loss procedure. Meanwhile, the DQMITBF is proposed
to dynamically aggregate weighted features from different
sensor data. Thanks to the interaction of the dense learnable
BEV query with radar and LiDAR in a symmetrical manner,
RaLiBEV can switch the focus on different sensor modalities
adaptively, according to the change of the environment and
weather conditions. Notably, incorporating the GACHIPS label
assignment into a simpler fusion architecture enables the
model to achieve performance comparable to more complex
transformer-based fusion methods. Experiments on the ORR
dataset demonstrate that RaLiBEV significantly outperforms
existing state-of-the-art approaches.

While our method performs exceptionally well on the given
dataset with simulated foggy environments, it is important
to acknowledge the gap between simulated and real-world
weather conditions, which are often more complex and chal-
lenging. To further advance such algorithms, collecting and
annotating real-world data under adverse weather conditions
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is crucial. Additionally, future research could focus on integrat-
ing multimodal sensor information, such as 3D spatial struc-
ture, geometric layout, and semantic information, to enhance
driving safety in poor weather. To improve model efficiency,
sparse computing techniques can be employed. Replacing the
dense BEV queries in the current fusion architecture with
sparse queries implemented through a deformable transformer
process can significantly reduce computational overhead while
maintaining focus on critical information during fusion.
Dynamic label assignment also offers potential for refinement
by progressively reducing the number of candidate anchor
points during training. Furthermore, the robustness of the
fusion module can be enhanced through closed-loop testing.
Similarly, the robustness of the label assignment module can
be improved by incorporating multiple object classes, thereby
enhancing performance across diverse scenarios. These aspects
represent important directions for future exploration.
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