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Abstract produce a full-body tracker general enough to handle real-

istic real-world applications. This gives an insight into the

The main challenge in articulated body motion track- difficulty of the problem. Research has concentrated on the
ing is the large number of degrees of freedom (around 30#rticulated-model based approach. The reason this approach
to be recovered. Search algorithms, either deterministic ofs popular is the high level output it produces in the form of
stochastic, that search such a space without constraint, fa model configuration for each frame. This output can easily
foul of exponential computational complexity. One approactbe used by higher-order processes to perform tasks such as
is to introduce constraints — either labelling using markerscharacter animation.
or colour coding, prior assumptions about motion trajec-  The problem with using articulated models is the high
tories or view restrictions. Another is to relax constraintsdimensionality of the configuration space and the exponen-
arising from articulation, and track limbs as if their mo- tially increasing computational cost that results. A realistic
tions were independent. In contrast, here we aim for generadrticulated model (see figure 4) of the human body usually
tracking without special preparation of subjects or restric- has at least 25 DOF. The model used in this paper for ex-
tive assumptions. ample has 29 DOF, and models employed for commercial

The principal contribution of this paper is the develop- character animation usually have over 40.
ment of a modified particle filter for search in high dimen- A number of effective 2D systems have been presented
sional configuration spaces. It uses a continuation princi-[7] [10]. These are good for applications such as surveil-
ple, based on annealing, to introduce the influence of narrowance, however they do not provide output in the form of 3D
peaks in the fitness function, gradually. The new algorithmmodel configurations that are needed for applications such
termed annealed patrticle filtering, is shown to be capable ofis 3D character animation.
recovering full articulated body motion efficiently. There are several possible strategies for reducing the di-
mensionality of the configuration space. Firstly it is possible
to restrict the range of movement of the subject. This ap-
proach has been pursued by Hogg [8], Rohr [17] and Niyogi
[15]. All three assume the subject is walking. Rohr even
Marker-based human motion capture has been used commeeduces the dimension of the problem to the phase of the
cially [19] for a number of years with applications found walking cycle. Goncalves [6] and Deutscher [3] assume a
in special effects and biometrics. The use of markers howeonstant angle of view of the subject as does Bregler [2] and
ever is intrusive, necessitates the use of expensive specialisBehg [16]. Such an approach greatly restricts the resulting
hardware and can only be used on footage taken especialisackers generality.
for that purpose. A markerless system of human motion cap- Another way to constrain the configuration space is to
ture could be run using conventional cameras and without theerform a hierarchical search. If one part of an articulated
use of special apparel or other equipment. Combined witlmodel can be localised independently then it can be used as
today’s powerful off-the-shelf PC's, cost-effective and real-a constraint for reducing the rest of the model. Gavrila [4]
time markerless human motion capture has for the first timeloes just this when he uses what he tessarch space de-
become a possibility. Such a system would have a greateomposition He is able to localise the torso using colour
number of applications than its marker based predecessoues and uses this information to constrain the search for
ranging from intelligent surveillance to character animatiornthe limbs. Without the assistance of colour cues (or other
and computer interfacing. For this reason the field of humarabelling cues) however it is very hard to independently
motion capture has recently seen somewhat of a renaissané®calise specific body parts in realistic scenarios. This is

Research into human motion capture has so far failed tmainly due to the problem of self occlusion and rules out

1. Introduction
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the use of a hierarchical search. whereN is the number of particles requiredlis the number
For a practical full body tracker to be developed it can-of dimensions. The survival diagnostiz,,;,, and the parti-
not rely on assumptions about motion, angle of view or thele survival ratex are both constants with << 1. An ex-
availability of labelling cues. The principal contribution of planation of both of these constants can be found in section
this paper is the development of a modified particle filter fors. Clearly wheni is large normal particle filtering becomes
searching high dimensional configuration spaces which doeasfeasible.
not rely on such assumptions. It uses a continuation princi- Partitioned sampling was developed by MacCormick and
ple, based on annealing, to introduce the influence of narroBlake [13] as a variation on Condensation to reduce the num-
peaks in the fithess function, gradually. The new algorithmber of particles needed to track more than one object. Mac-
termedannealed particle filteringis shown to be capable of Cormick [14] has also now applied this technique to tracking
recovering full articulated body motion efficiently. articulated objects. Using partitioned sampling reduces the
number of particles required to

2. Particlefilters

Particle filtering (also known as the Condensation algorithm
[9]) provides a robust Bayesian framework for human mo- .
tion capture. The Condensation algorithm was developefaking the problem tractable. However, this assumes that
for tracking objects in clutter, in which the posterior den-the configuration space can be sliced so that one can con-
sity p(X|Z,,) and the observation proces&, |X) are often ~ Struct an observation densifZ|=}) for each dimension
non-Gaussian or even multi-moda (denotes the model's @}, of the model configuration vectot = {xj, ...z }. This
configuration vectorZ, = {Z,...,Z;} notates the his- assumption, thatit is possible to independently localise sep-
tory of observations at timg,). The complicated nature of arate parts of an articulated model, is similar to that make by
the observation process during human motion capture caus€&Vrila to enable a hierarchical search. It has already been
the posterior density to be non-Gaussian and multi-modal g&fgued that it is not possible to use this approach without the
shown by Deutscher [3]. Itis well known that a Kalman filter use of labelling cues.

will fail in this case. Deutschegt al were able to show that ~ Another variation on the standard particle filter used to
the use of a particle filter will improve tracking performance.reduce the number of particles needed to effectively repre-

The posterior density(X|Z, ) is represented by a set of Sent a posterior density has been developed by Suliétan
weighted particles{(sgco),w,(go)) o (SSCN),FI(CN))} where the al [18]. Ca!ledlayered sampllngt is centergd around.the

. (n) Y _ concept of importance resampling. Experimental evidence
weightsm, ™ o p(Zx|X = s;7) are normalised so that o yever suggests that this technique is not sufficient to solve
YN w](c") = 1. The statet; at each time step, can be the problem of tracking withl > 30, reducing the number
estimated by of particles required by at best a factor of 5 to 10 before the
expected behaviour of the Condensation framework breaks
down.

The second reason why Bayesian particle filtering may
not be suitable for full body human motion capture is the
or the mode difficulties associated with constructing a valid observation

) ) modelp(Zy|X}) as a normalised probability density distri-
Xy = M[X] = s, 7)) = max(x{") (2)  bution. Another factor is the computational cost of calculat-
ing p(Zx|X = s§j‘>). Often an intuitive weighting function
w(Zx,X) can be constructed that approximates the proba-

tainty. Less likely model configurations will not be thrown bilistic I'k?“hOOd P(Zi|X;) but which requires much Ies_s

away immediately but given a chance to prove themselve omputational effort to evaluate. I?_robablllstlc Qbservatllon
later on, resulting in more robust tracking. However a price{nOdels also have a tendency to ut!llse only the .|nform.at|0n
is paid for these attributes in computational cost. The mostpat can be modelled well, discarding other available infor-

; c - ; tion.
expensive operation in the standard Condensation algorithf121° . .
. P p . ) (n(‘):] Given these factors it was decided to reduce the prob-
is an evaluation of the likelihood functigiZy|X = s,"’)

k lem from propagating the conditional densit{X|Z, ) us-

and this has to be done once at every time step for €Veihg p(z|X) to finding the configurationt;, which returns
pa}rtlcle. To maintain a fair representatio LIIQP_CIZI() acer  the maximum value from a simple and efficient weighting
tain number of particles are required, and this numbergrowitimctionw(Zk X) at each time, givenX;_,. By doing

with the size of the model’s configuration space. In fact this gains will be made on two fronts. It should be possi-

has been shown by MacCormick and Blake [14] that ble to make do with fewer likelihood (or weighting function)
Dinin evaluations because the functipX|Z, ) no longer has to
(3)  be fully represented and an evaluation of a simple weighting

Dmin

N >= (4)

N
Y= ElX] = Y as (1)
n=1

of the posterior density(X|Z,,).
Particle filtering works well because it can model uncer

N >
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function w(Zy, X) should require minimal computational to be very broad, representing the overall trend of the search
effort when compared to an evaluation of the observatiospace whilew, should be very peaked, emphasising local
modelp(Zk|X). The main disadvantage will be not being features. This is achieved by setting
able to work within a robust Bayesian framework.

It was decided to continue to use a particle based stochas-
tic framework because of its ability to handle multi-modal ] o
likelihoods, or in the case of a weighting function, one withfor 5o > 81 > ... > By, wherew(Z, X) is the original
many local maxima. The question i¥¥hat is an efficient Weighting function. Because it is not the aim to sample from
way to perform a particle based stochastic search for thev(Z, X), but only to find its maximum it is not required that
global maximum of a weighting function with many local fo = 1.

maxima? It was decided to use an approach which is sim- One annealing runis performed at each tipesing im-
ilar to that of simulated annealing. age observatiorig;,. The state of the tracker after each layer

m of an annealing run is represented by a seVokeighted
particles

wi (Z,X) = w(Z, X)"m (5)

3. Simulated annealing

The Markov chain based method of simulated annealing was Skm = {(szozn, w,(cofn) . (s}cNW)L, w,(j\;i)}. (6)
developed by Kirkpatriclet al [11] as a way of handling
multiple modes in an optimisation context. It employs aAn unweighted set of particles will be denoted
series of distributions, with probability densities given by o )
Skan = {(s10) . (s} )

po(z) 1o pas(z), in which eachp,, (z) differs only slightly

from py,+1(x). Samples actually need to be drawn from

the distributionp (). The distributionp,; is designed S0 Each particle in the seét” isconsidered as a(s,(f) ,7r,(f) )

that the Markov chain used to sample from it allows move- .~ =~ ™" oo

ment between all regions of the state/search space. The us®@" IN Whichs, ., is an instance of the multi-variate model

method is to seb,,(z) x po(z)’=, for1 = By > B, >  configurationX, and w,(c’)m is the corresponding particle

...> Bum. weighting. Each annealing run can be broken down as fol-
An annealing run is started in some initial state, fromlows (the process is illustrated in figure 2).

which a Markov chain designed to convergeptg is first 1. For every time stef, an annealing run is started at layer
simulated. Some number of iterations of a Markov chainde-  p7, with m = M.

signed to converge foy, -, are simulated next, starting from - gach layer of an annealing run is initialised by a set of

the final state of the previous simulation. This processis con-  yn.weighted particles. ..

tinued in this f_a_shlon, using the flr_1al state of the S|mul_at|on3' Each of these particles is then assigned a weight

for p,, as the initial state for the simulation fpf,_1, until

the chain designed to convergeipis finally simulated. (4)
Note that ifp, contains isolated modes, simply simulat- Tk,m

ing the Markov chain designed to convergepp starting

from some arbitrary point could give very poor results, as it ! ! ,m = 1. The set of

might become stuck in whatever mode is closest to the start- Weighted particlesy  has now been formed.

ing point, even if that mode has little of the total probability 4. IV particles are drawn randomly fro8T ,,, with replace-

mass. The annealing process is a heuristic for avoiding this, ment and with a probability equal to their weighting

by taking advantage of the freer movement possible under 7r,£”m As thent" particle s;’ffn is chosen it is used to

the other distributions. This is exactly the kind of behaviour 0 (n) .

needed for the stochastic search. Onye wants to move towards produce the particls, ,, -, using

o Wi (Zi, S ) ®)

which are normalised so that ., 77,(;)

the global maximum of the weighting functian(Zy, X), (n) (n)
using the overall trend of the matching function as a guide, Sk,m—1 = Sk,m T Bm )
without becoming misguided by local maxima as seen in fig-

ure 1 whereB,, is a multi-variate gaussian random variable

The idea of annealing for optimisation is now adapted to with varianceP, and mearo.

perform a particle based stochastic search within the frame®: The S€tSk,,—1 has now been produced which can be
work of an annealed particle filter. used to initialise layefn — 1. The process is repeated
until we arrive at the sefj .
4. Annealed particlefilter 6. Sf o is used to estimate the optimal model configuration
' A} using

A series of weighting functions, (Z, X) to wy, (Z, X) are

employed in which eaclw,,, differs only slightly fromw,,, 1
(see figure 2, wherd/ = 3). The functionw,, is designed

N
Xy = ngf’)oﬂ'l(f}) (10)
i=1
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7. The setS;41,1 is then produced fror87 , using o ° o o —
oo woot 1T S8
si410 = Sk + Bo. (11) b o
This set is then used to initialise lay@f of the next ‘ X
annealing run aty, ;. ¥ ¥ L -
N ’3
0 09500 © ©g 000090 00 o o o? S(,Z
wx)b T AT T w (X) ! |
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VT TN IR
v v o DI
0 000 ° Q00 0000000 2
Figure 1:Illustration of the annealed particle filter with M = 1. S
Even though a large number of particles are used (so that an equiva-
lent number of weighting function evaluations are made as in figure
2), the search is misdirected by local maxima. From the resulting
weighted set it is very hard to tell where the global maximunef
lies.

5. Setting the tracking parameters

As stated previously the functian,, (Z, X), used in each
layer of the annealing process is determined by

wy(Z, X) = w(Z, X)Bm (12)

with By > 1 > ... > Bun. The value of3,, will determine
the rate of annealing at each layer. A laggg will produce
a peaked weighting functiom,, resulting in a high rate of
annealing. Small values ¢f, will have the opposite effect.  rigyre 2:11lustration of the annealed particlefilter with M = 3.

If the rate of annealing is too high the influence of localwith a multi-layered search the sparse particle set is able to gradu-
maxima will distort the estimate ¥, as seen in figure 1. If ally migrate towards the global maximum without being distracted
the rate is too lowd;, will not be determined with enough bY local maxima. The final seff’ , provides a good indication of

- . the weighting function’s global maximum.
resolution (unless more layers are used wasting computa-
tional resources). , , be calculated using equations 13 and 14. It can be shown
_ A good measure of the effective number of particles thaihatp(3) is monotonic decreasing jfi so that, giveny, the
will be chosen for propagation to the next layer is the SUrgquation

vival diagnosticD (taken from [14]) where D(B) = Na (15)
N -1 has a unique solution fg8. With this knowledge we can
D= (Z(”(n))2> (13)  minimise the error functiom\, between the desired rate of
ot annealingy,,, and the initial rate of annealing;,,;;
and from this a good measure for the rate of annealing can Aa(f) = (am — init (8)), (16)
be derived, called the particle survival rat¢5] [12] using gradient descent to find the desirgfl. Note that
D this does not mean the weights have to be completely re-
a=—. (14) evaluated each timé, is adjusted during gradient descent.
N Since wy, (Z,X) = w(Z,X)? the valuesw(Z,X =
Now a measure for the rate of annealing has been derivesﬁj)m),i : 1...N can be stored for each s&t™ and 3*,
it is possible to set the values 6, ..., 3%, at each time applied to each individual weight as appropriate to produce

stepti. At layerm in an annealing rungt—! from ¢, Shm-
is used to calculate a preliminary set of particle weights for How then are the appropriate valuesqr. . . ays deter-
Si.m- From this set an initial rate of annealing,;; can  mined? There are also a number of other tracking parameters
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gso, X S 850, X S sponding model configuration parameter over one time
step. In this way the sé; ;1 s should cover all possible
movements of the subject between titp@ndt;, ;. The

§

725 g 725 e amount of diffusion added to each successive annealing
e layer should decrease at the same rate as the resolution
%o X0 of the setS;, ., increases. It has been found that setting
69.%40 1540 1640 69.%40 1540 1640
P, =Polapyay—1...amn) a7
850 X S gs0r X S
1 k.9 1 k2 produces good results.

3. The appropriate rates of annealing. . . aps are influ-
enced by the number of annealing layers used. With a
higher number of annealing layers a lower rate of an-

725 725

. 0 X, nealing can be used to obtain the desired resolution. It
69925 550 ) =0 1640 was found that while using 10 annealing layers setting
ap = a1 = ... = ay = 0.5 provided sufficient resolu-
sso X, Syg sso X, Sy tion of A}.
. . 2% 6. The model
. - The articulated model of the human body used in this pa-
. Xa Xa per is built around the framework of a kinematic chain, as
*%a0 1540 1640 | | Y40 1540 1640 seen in figure 4. Each limb is fleshed out using conic sec-
tions with elliptical cross-sections. It is believed that such a
o X Syy o X Sko model has a number of advantages including computational
simplicity, high-level interpretation of output and compact
. B . % representation.

%o %o

69.%40 1540 1640 69.%40 1540 1640

Figure 3:Annealed particlefilter in progress. The setsS;, ,,, are
plotted here, taken while tracking the walking person as seen in
figure 9. Only the horizontal translation componen§sandx; of
the model configuration vectd are shown. Starting witl§,_1 o
from the previous time step the particles are diffused to S
which easily covers the expected range of translational movement
of the subject. The particles and are then slowly annealed over 10
layers (the setS§}. ¢ to Sy 4 are omitted for brevity) to producs. o
which is clustered around the maximum of the weighting function. (@) (b)

. I . Figure 4:Themode is based on a kinematic chain consisting of 17
that need to be set before tracking can begin, including thgegments (a). Six degrees of freedom are given to base translation
number of particlesV, the number of annealing layeld  and rotation. The shoulder and hip joints are treated as sockets
and the diffusion variance vectol, ... P,,. A tentative  with 3 degrees of freedom, the clavicle joints are given 2 degrees of
framework has been developed to allocate values to these pggedom (they are not allowed to rotate about their own axis) and the

. emaining joints are modelled as hinges requiring only one. This
rameters aI_thOUgh it is acknowledged that more work nee‘{%sults in a model with 29 degrees of freedom and a configuration
to be done in this area. vectorX = {z1...729}. The model is fleshed out by conical
1. The first step is to decide on how many annealing layersections (b).

are needed. It was found that doubling the number of

annealing layers reduces the number of particles need . . .

for successful tracking by more than half. This will onlye?q The weighting function

work up to a point however as there seems to be a minwhen deciding which image features are to be used to con-

imum number V) of particles needed for tracking no struct the weighting function a number of factors must be

matter how many layers are used. Using a 30 DOF modebken into account.

it was found that setting/ = 10 with N > 200 worked ¢ Generality. The image features used should be invariant

well. under a wide range of conditions so that the same track-
2. Each element in the vect®Y, is allocated a value equal ing framework will function well is a broad variety of

to half the maximum expected movement of the corre-  situations.
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e Smplicity. In an effort to make the tracker as efficient as
possible the features used must be easy to extract.

Two image features were chosen to construct the weight-
ing function: edges and foreground silhouette. The strongest
continuous edges produced by a human subject in an image
usually provide a good outline of visible arms and legs and
are mostly invariant to colour, clothing texture, lighting and
pose. In severely cluttered environments or when the subject
is wearing very baggy clothes edges may lose some of their
usefulness, however in most situations they provide a good
basis for a weighting function. A gradient based edge detec- @ ©)
tion mask is used to detect edges. The result is thresholded
to eliminate spurious edges, smoothed with a Gaussian maslgure 5: Feature extraction. A gradient based edge detection
and remapped between 0 and 1. This produces a pixel maypeask is used to find edges. The result is thresholded to eliminate

(figure (5(b))) which each pixel is assigned a value related tgpurious edges and smoothed using a Gaussian mask to produce a
its proximity to an edge pixel map (b) in which the value of each pixel is related to it prox-

P Y g : . . imity to an edge. The foreground is segmented using thresholded
A sum-squared difference (SSD) functiaif(X,Z) is  packground subtraction to produce the pixel map (c) used in the

then computed using weighting function.

2(X,2) =+ Y (1-p(X,2)°  (8)

N

(
=1
whereX is the model’s configuration vector arflis the
image from which the pixel map is deriveg(X, Z) are the
values of the edge pixel map at thesampling points taken
along the model's silhouette as seen in figure 6(a).

The second feature extraction performed on the image
is foreground-background segmentation. Thresholded back-
ground subtraction was used here to separate the subject
from the background and typical results can be seen in figure (@) (b)

5(c). This may be inappropriate in some environments Witr]:. . , : . : .

lot of background movement where more sophisticate] Jx 6: Configurations of the pixel map sampling points
a 9 p gi(X, Z) for the edge based measurements (a) and the foreground
methods may have to be employed. Most foreground segegmentation measurements (b). The sampling points for the edge
mentation techniques are largely invariant to clothing, light-measurements are located along the occluding contours of the
ing, pose motion and environment and as such provide aﬂ_?g‘i:nga?r']gag?&ts'o?; ttr;]aet ?;Ve% r%%%r(lj pgggeniteerﬂ;;}gontfrfegﬁgg-
excellent image fe_ature_ for a ger_leral human motl_on_ CaptL_Jr ents are taken from a grid within these occluding contours.
system. Once again a pixel map is constructed, this time with

foreground pixels set to 1 and background to 0 (figure 5(b)), . * .
and an SSD is computed whereC is the number of cameras ahd; (X) is from cam-

erai. An example of the output of this weighting function
N can be seenin figure 7.
(

T ]' ‘A
¥(X,2) = N; 1-pi(X,2)" (19 e
= . Results

wherep; (X, Z) are the values of the foreground pixel map a'[The human motion capture system was used to track a sub-

tsf;eci?gizsirgspI;r;gerr:?én]}iza?lgeerzggom the interior of the COnICaIject performing two different activities. The first was walk-

To combine the edge and region measurements the wgd N a qrcle as seen in flgu_re 9. The second was the sul:_)-
ct stepping over a box, turning around and stepping over it

SSD's are added together and the result exponentiated to gi{Fe : ST
again as seen in figure 10.
w(X,Z) =exp— (24X, Z) + ¥(X,Z)). (20) Three cameras were used to capture the motion and all
] three views can be seen in the corresponding figures. The
When there is more than one camera the measurements ag@ine tracking parameters were used in all three sequences,
combined in a similar way, giving which demonstrate the tracker’s ability to follow a wide
c range of human movement. A comparison of the annealed
w(X,Z) = exp — Z (2¢(X,Z) + X1(X, Z)) (21) particle filter \_/vith sta_ndard Conden_sation can be seen in
= figure 8 showing the improved tracking performance given
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4 w(X,2)

0.5

Xig (rad)‘

-15 -0.5 0.5

(b)

Figure 7:Example output of the weighting function obtained by
varying only component;; of X (the right knee angle) using the
image and model configuration seen in (a). The function is highly
peaked around the correct angle of -0.7 radians (b).

equivalent computational resources.

The tracker was run on an SGI Octane with a single 175
MHz R10000 CPU. Using 10 annealing layers with 200 par-
ticles the system took approximately 1 hour to process 5 sec-
onds of footage. The tracker is however still in the prototype
stage and we hope to achieve near to real-time performance
in the future.

9. Conclusion
. . . ) Ten layer annealed search
The main obstacle to practical human motion capture is  ; _ sec ¢+ — 0.4sec # = 0.8sec t — 1.2 sec

the high number of dimensions associated with an artic-

ulated full-body model. Algorithms, either deterministic Figure 8:A comparison of Condensation with the annealed par-

or stochastic, that search such a space without constrairtiglefilter. At top the results of tracking with 4000 particles using

fall foul of exponential growth in computational complexity. standard Condensation can be seen. An observation model based
: . . . . ".on a fusion of edge information (as in [1]) and SSD template cor-

One SO'““_On to t_h's problemis to |ntroduce_ COnSt_ra'ms_e"relation was used. Tracking gradually deteriorates until terminal

t_her labelling using ma_rkers or colou_r codlng,_ prior assumpfailure after 1.2 seconds. Experiments with 40000 particles were

tions about motion trajectories or view restrictions. Usingcarried out taking over 30 hours to process just 4 seconds of video,

these constraints limits the generality of the resulting tracke#till with negative results. An annealed search using 4000 parti-

: : : les with one layer fairs little better (middle), also suffering termi-
In developing an unconstrained full-body tracker we haVeﬁal failure after 1.2 seconds. The main difference between normal

had to address the problem of tracking in high dimensionatondensation and single layer annealed sampling is that instead of
configuration spaces. a complicated observation model, a simple weighting function is
Although the Condensation algorithm has been shown tgsed as described in section 7. This results in a 4 fold speed in-

be a robust and powerful stochastic filter it is not feasible tgease. An annealed search using 400 particles and 10 layers (ie.
4000 weighting function evaluations per frame) tracks very well. It

apply it in high dimensional configuration spaces. As a CoNyas found in practice that good results could be achieved with as
sequence we developed a modified particle filter. It uses gtle as 100 particles.

continuation principle, based on annealing, to gradually in-

troduce the influence of narrow peaks in the fitness funCtiorFellowship. JD would also like to thank Ben North and the

The new algorith_m, termemhnealed particlefiltgring, i_s €@~ rest of the Oxford Visual Dynamics group for all their help
pable of recovering full articulated body motion efficiently. gver the last year.
S

As can be seen in the practical results the new method lea
to very robust tracking even when faced with complex and

difficult sequences of movement. Since the number of parReferences
ticles required for successful tracking was reduced by over
a factor of 10 a considerable step towards real-time trackindl]

has been made. [2] Bregler, C., and Malik, J. Tracking people with twists and exponential
maps. InProc. CVPR (1998).
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