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Fig. 1. Our CosmoH2G is a data-driven framework that transfers human hand motions to robot gripper actions. Given monocular RGB videos of human
demonstrations — including hand rotations and object flips in cluttered scenes — it converts observed hand trajectories into executable gripper motions,

supporting stable execution even for intricate spatial movements.

Transferring human hand demonstrations to robotic grippers has recently
emerged as a cost-effective solution for robot learning. However, existing
methods are largely confined to simple, planar tasks and fail to handle com-
plex spatial movements (e.g. intricate trajectories involving rotations or
flips) that are essential for robot manipulation. Motivated by this gap, we
adopt an implicit, data-driven approach guided by fine-grained hand-pose
motions. To this end, we introduce a scalable acquisition pipeline to collect
hand-gripper paired demonstrations, governed by a rigorous protocol that
prioritizes motion complexity and leverages a handheld gripper for seamless
action mimicry. This yields a large-scale paired dataset comprising 6,189
episodes across 1,254 unique objects, exhibiting significantly higher spatial
complexity than existing benchmarks. However, learning such complex map-
pings remains challenging. We observe that naive end-to-end generation of
full gripper pose sequences is insufficient, as minor trajectory deviations
compound rapidly under intricate dynamics. To address this, we propose
a two-stage framework: Stage I predicts sparse gripper keyframes (initial
and terminal) to simplify the mapping objective, while Stage II generates
the full continuous action sequence conditioned on these keyframes. Fur-
thermore, to mitigate cumulative drift, we keep the gripper’s orientation
being learned while post-optimizing its translation based on the grasping
heuristic and kinematic consistency. In both simulation and real-robot exper-
iments, our framework enables stable and precise hand-to-gripper transfer
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of complex spatial manipulations, significantly outperforming traditional
baselines. Project page: https://cosmoh2g.github.io.
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human demonstrations, human-to-robot transfer

1 Introduction
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Fig. 2. Histogram of Orientation Ranges Across Datasets

While effective robot learning relies on large-scale, high-quality
action data, acquiring such datasets remains time-consuming and
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limited in task diversity. Recently, leveraging human demonstra-
tions—which inherently capture essential manipulation dynam-
ics—has emerged as a more efficient and cost-effective alterna-
tive [Bharadhwaj et al. 2024a; Chen et al. 2025b; Dessalene et al. 2025;
Park et al. 2025; Tang et al. 2025a; Wang et al. 2023; Zhao et al. 2025].
However, due to fundamental disparities in morphology, kinematics,
and embodiment, existing works are largely constrained to relatively
simple or planar object manipulations (e.g. pick-and-place, pushing).
They often fail to facilitate complex spatial movements (e.g. intricate
trajectories with rotation or flipping), which are ubiquitous in ev-
eryday human demonstrations and essential for executing complex
robotic tasks that require significant 3D traversal and orientation
adjustments (as shown in Fig. 2).

Fig. 3. Point tracking fundamentally fails under complex spatial
movements, which severely occlude tracked points. When tracking
objects in manipulation videos, large rotations occlude tracked side points,
forcing the tracker to drift onto the bottleneck. This occlusion-induced drift
constitutes tracking failure, severely degrading the resulting flows.

Specifically, existing approaches generally follow two paradigms.
The first involves rule-based retargeting [Dessalene et al. 2025; Lep-
ert et al. 2025b; Zhou et al. 2025], which maps keypoints from human
hands to robotic grippers based on hand-crafted kinematic heuris-
tics. Nevertheless, as morphological disparities become particularly
acute during complex spatial movements (e.g. Fig. 4), these hand-
crafted mappings often fail to bridge the significant embodiment
gap. Secondly, trajectory-conditioned (optimization-based [Tang et al.
2025c; Zhi et al. 2025] and learning-based [Bharadhwaj et al. 2024b;
Xu et al. 2024]) methods attempt to guide robots using embodiment-
agnostic (i.e. object-centric) motion paths extracted from human
demonstrations. Nonetheless, it is difficult to reliably extract these
trajectories in cluttered environments. More importantly, they fail
to encode the fine-grained dynamics inherent in human hand poses,
which are critical for complex manipulation. Such hand-pose guid-
ance is essential for tasks requiring precise spatial movement—for
instance, re-orienting a gripper to avoid collisions or rotating a tool
to maintain functional contact (e.g. Fig. 3).

To overcome the limitations of these existing paradigms and en-
able effective hand-to-gripper transfer for complex spatial manipula-
tions, we raise two key insights: i) From hand-crafted to data-driven
mapping: Instead of relying on rigid, explicit kinematic rules, we
shift toward an implicit, data-driven mapping. This approach allows
the model to inherently learn the complex correspondences be-
tween human hand and robot gripper from large-scale data. ii) From
trajectory-only to hand-pose guidance: Recognizing that gripper-
only or object-centric trajectories are insufficient for complex tasks,
we argue that human hand-pose guidance is indispensable, advocat-
ing the use of hand-gripper paired data to facilitate the learning of
fine-grained pose dynamics.

Fitted Hand Skeletons
& Gripper Pose

GT Hand Pose Gripper Grasping

Fig. 4. Failed results of rule-based retargeting methods when applied to
natural hand grasping.

Based on these two insights, we propose a scalable paired hand-
gripper data acquisition pipeline, focusing on complex spatial move-
ment. At the hand level, we design a rigorous protocol that priori-
tizes the diversity and complexity of spatial movements. Specifically,
each manipulation episode incorporates varied trajectory and ori-
entation transformations—such as horizontal rotations and vertical
flips—guided by spatial markers within the operational workspace to
ensure comprehensive complexity. Furthermore, for each object, we
enhance motion diversity by utilizing different grasp gestures on dif-
ferent functional areas. At the gripper level, we employ a handheld
gripper (e.g. UMI [Chi et al. 2024]) for data collection. This interface
is easy to control and operate, allowing the gripper to seamlessly
mimic complex human hand motions. To efficiently acquire action
annotations, we utilize a depth camera to capture monocular RGB-
D videos. We then extract high-fidelity 3D action data—including
6-DoF gripper poses, hand and object points with contact maps
registered in a unified global frame—by leveraging state-of-the-art
pose estimation and tracking models [Wen et al. 2024; Yan 2025].
This effectively bypasses the need for frequent recalibration when
transitioning between different interaction environments. Utilizing
this pipeline, we collected a dataset including 6,189 episodes across
1,254 unique objects. As summarized in Sec. 3.3, our dataset exhibits
significantly more complex spatial movements compared to existing
hand-to-robot transfer benchmarks.

Building upon this dataset, we explore a data-driven approach to
learn hand-to-gripper transfer. Our preliminary experiments indi-
cate that brute-force end-to-end learning—directly mapping object
and hand points to gripper actions—fails to achieve the precision
required for reliable grasping, as evidenced in Tab. 3. As a practical
design to address this, we adopt a two-stage framework (see Fig. 6):
Stage I simplifies the learning objective by generating gripper poses
specifically for the starting and terminal frames; Stage II then pro-
duces the full continuous action sequence, conditioned on these
sparse frame-level generations. Furthermore, to mitigate cumula-
tive drift in the generated gripper sequences, we disentangle the
Stage Il generation through a decoupled strategy: First, the gripper’s
central translational trajectory is derived from hand manipulation
sequences and optimized based on kinematic consistency and the
heuristic that grasping regions should be aligned for both hand and
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grippers; Conversely, the gripper’s orientation is learned implic-
itly from the paired data, as it lacks a simple geometric heuristic
and represents the fundamental complexity of the hand-to-gripper
transfer.

Leveraging this two-stage design, our framework infers directly
from monocular hand RGB-D manipulation videos, where depth is
obtained from either real-world capture or model prediction [Chen
et al. 2025a]. In both simulation and real-robot experiments, we
conduct comprehensive comparisons against optimization-based
and learning-based methods, and observe consistent improvements
on tasks involving complex spatial movements.

Our contributions are summarized as:

e To the best of our knowledge, the first hand-gripper dataset
focusing on complex spatial movements.

o A scalable paired hand-gripper data acquisition pipeline that
prioritizes manipulation complexity, with a rigorous UMI-based
collection protocol and efficient annotation scheme.

e A two-stage data-driven framework that learns effective hand-
to-gripper transfer for complex manipulation movements. We
view this as a practical design enabled by our paired data.

e Our dataset, pipeline and algorithm will all be public.

2 Related Works
2.1 Cross-embodiment Learning from Humans

Learning from human demonstrations offers a cost-effective and
scalable alternative to expensive robot-collected data. While some
recent works have explored leveraging human-centric video demon-
strations to train robot policy [Haldar and Pinto 2025; Lepert et al.
2025a,b; Ren et al. 2025], others aim to enable robots to perform
a novel task with guidance from a single human demonstration,
denoted as one-shot imitation [Bharadhwaj et al. 2024a; Chen et al.
2025b; Dessalene et al. 2025; Park et al. 2025; Tang et al. 2025a; Wang
et al. 2023]. Among these one-shot imitation methods, a common
approach [Dessalene et al. 2025; Lepert et al. 2025b; Zhou et al.
2025] involves kinematically retargeting human hand poses to robot
end-effector poses at each timestep. While straightforward to imple-
ment, this hand-crafted method suffers from errors induced by the
human-robot embodiment disparity. Another common approach
- trajectory-conditioned policies [Xu et al. 2024; Yuan et al. 2024;
Zhi et al. 2025] offer embodiment-agnostic, object-centric represen-
tations, they remain limited either by the inability of 2D trajecto-
ries [Xu et al. 2024] to perceive orientation changes, by the fact that
3D trajectories [Zhi et al. 2025] still recover poses via SVD over
flow-tracked points, which degrades under drift in complex spatial
movements. Therefore, a promising alternative is to adopt a data-
driven approach. While Human2Robot [Xie et al. 2025] builds paired
datasets, the robot data are collected via cumbersome teleoperation,
limiting the demonstrations to simple tasks in clean environments
with minimal spatial movements. This severely constrains scalabil-
ity, and thus models trained on this data cannot generalize to casual
human demonstrations in the wild. To overcome these limitations,
we construct a scalable, high-quality human-robot paired data via
UMI [Chi et al. 2024], focusing on complex spatial movements in
object manipulations.

2.2 Data Collection for Robot Learning

A conventional method for collecting robot demonstrations is tele-
operation [Fu et al. 2024; Mandlekar et al. 2018; Wu et al. 2024; Zhao
et al. 2023], where a human operator directly controls the robot to
generate task data. A growing body of VR-based research prioritizes
efficient robot [Ding et al. 2024; Iyer et al. 2024], while another
direction leverages VR primarily for acquiring paired human-robot
demonstrations to support imitation learning [Xie et al. 2025]. How-
ever, teleoperation is inherently labor-intensive, difficult to execute
for intricate tasks. Recently, the development of the UMI [Chi et al.
2024] — a hand-held data collection device has enabled convenient
and scalable acquisition of robot data. Several studies have enhanced
UMI by integrating additional sensors for richer multimodal obser-
vations, such as tactile sensors [Zhu et al. 2025] and depth sensors
for point cloud capture [Huang et al. 2025b; Zhaxizhuoma et al.
2025]. We employ UMI to facilitate the scalable acquisition of seam-
lessly paired human-robot datasets focusing on complex object
movements. Moreover, a depth camera is used to extract 3D action
data, bypassing the need for frequent recalibration when changing
interaction environments.

2.3 Hand-Conditioned Grasping Detection and
Generation

Recent research on task-oriented grasp generation for parallel-jaw
grippers has increasingly focused on learning directly from human
hand demonstrations. Early end-to-end mapping methods [Dessa-
lene et al. 2025; Lepert et al. 2025b; Yuan et al. 2025; Zhou et al. 2025]
often rely on hand-crafted rules. For instance, Phantom [Lepert et al.
2025b] assume a fixed mapping — such as using the midpoint be-
tween thumb and index finger as the grasp point — which fails
to handle the diversity of human grasps and may yield unstable
robotic grasps. In contrast, later learning-based approaches [Cai
et al. 2024; Dong et al. 2024; Heppert et al. 2024; Ju et al. 2024] decou-
ple grasp generation into two stages: they first sample task-agnostic
candidates [Fang et al. 2020; Sundermeyer et al. 2021] and then
filter them using human-derived constraints, such as region [Ju
et al. 2024; Tang et al. 2025b] or combined region-orientation con-
straints [Dong et al. 2024]. While effective, this pipeline requires
extensive sampling to satisfy both stability and task requirements,
limiting efficiency. More recent work explores one-stage generative
models [Huang et al. 2025a; Shi et al. 2025] that directly generate
grasp poses conditioned on hand observations, unifying generation
and task alignment. We extend this insight to action sequence gen-
eration, as task instruction is often expressed through sequences of
hand manipulation.

3 Dataset

In our dataset, (1) we adopt a highly scalable collection strategy,
including using handheld grippers UMI [Chi et al. 2024] and only
recording paired RGB-D videos (Sec 3.1) from a fixed viewpoint.
(2) we extract 3D motion data from raw RGB-D videos for cross-
embodiment learning (Sec 3.2). (3) In comparison with other datasets,
the spatial movement of our implemented tasks is more diverse and
complex (Sec 3.3).
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3.1 Data Collection

The enhanced diversity of our dataset manifests in two key aspects,
natural grasping types in human videos: by encompassing a
wide spectrum of natural hand grasping types (not only restricted
to pinch), we significantly enhance the model’s robustness for gen-
eralizing across in-the-wild human demonstrations; and diverse
orientation transformation: the inclusion of complex in-hand
rotations enables the learning of sophisticated manipulation skills
beyond simple translation. To achieve the above points, we adopt
the following strategy: (1) As shown in Fig. 5 (L), when hand ma-
nipulating, collectors actively vary their hand gestures and contact
areas on the objects without any constraints. (2) As shown in Fig. 5
(L), each task of our dataset incorporates complex orientation trans-
formations — including in-plane rotation and vertical flipping —
designed to achieve precise placement in cluttered environments.
(3) To collect paired gripper videos efficiently, collectors use a hand-
held gripper UMI [Chi et al. 2024] to complete the identical task.
Specifically, the UMI manipulation aims to closely imitate the con-
tact area, grasping orientation, and manipulation motions observed
in the human demonstration video. (4) After recording, we ver-
ify that the object poses at the starting and terminal frames are
consistent between human and UMI demonstrations. Trials with
significant misalignment are filtered out, and only consistent pairs
are retained. Using this strategy, we collected a dataset comprising
6,189 manipulation episodes across 1,254 distinct object instances.

3.2 Extraction of 3D Motion Data

For scalability, we directly extract 3D motion data from recorded
RGB-D videos instead of complex calibration-based acquisition
methods. Our extraction pipeline follows four steps: (1) Object mesh
reconstruction from multi-view images using ReconViaGen [Chang
et al. 2025], (2) Registering objects in 3D scenes, (3) Reconstructing
and registering hand meshes in 3D scenes, and (4) Registering and
tracking UMI in 3D scenes. During the entire process, we employ
FoundationPose++ [Yan 2025] to register and track using RGB-D
frames, corresponding mesh and an initial mask image as input.
Finally, as shown in Fig. 5 (R), we obtain a 3D motion dataset com-
prising object point clouds, hand mesh sequences, and the UMI
6-DOF pose sequence, which is sufficient for hand-to-gripper learn-
ing. We also present some visualization in Appendix A.1.

Objects and hands. Given that the first and last frames are free of
occlusion from hands and UMI, we leverage their frames to perform
registration. Specifically, we utilize a hand-object detector [Shan
et al. 2020] to detect the target object’s bounding box, which is then
used to predict its mask image via SAM2 [Ravi et al. 2024]. For the
hands, due to the slight variations in hand pose during manipulation,
we forgo tracking and instead utilize Wilor [Potamias et al. 2025] to
reconstruct hand meshes and masks for each sampled frame, which
are then directly registered in the 3D scene.

Registering and tracking UMI. For UMI manipulation videos,
we first annotate the starting frame (when UMI initially grasps the
object) and the terminal frame (when UMI finishes manipulation
and places the object). Next, we predict a mask image of the starting
frame using SAM2 [Ravi et al. 2024] via click-based interaction.

Finally, we register and track the full manipulation sequence with
predicted mask and UMI CAD mesh, yielding 6-DOF pose sequence
that directly serves as robot action data.

Dataset Pairing. To ensure the spatial alignment, we compute a
3D trajectory similarity score (details in Appendix. D.1) for each
hand-UMI pair, measuring the spatial alignment between the hand
and UMI trajectories, and only retain pairs whose similarity exceeds
0.9. This procedure yields high-quality pairs with a mean similarity
of 0.957 (median 0.958), indicating that the retained pairs are closely
matched. The similarity distribution of retained pairs is provided in
the appendix (Fig. 13).

3.3 Dataset Statistics

In our dataset, we collect 3 to 5 paired manipulation episodes for each
object. In total, our dataset comprises 6,189 episodes across 1,254
unique objects. Our dataset is characterized by Complex Spatial
Movements, quantified by metrics such as the total rotation angle
during manipulation. This stands in contrast to prevalent real-world
robotic datasets (e.g. Robosuite [Zhu et al. 2020], MimicPlay [Wang
et al. 2023] and RT-1 [Brohan et al. 2023]), which predominantly
consist of primarily translational actions like pushing, sliding, or
pick-and-place with minimal reorientation. As shown in Fig. 2, the
orientation variation in our dataset substantially exceeds that of
prior datasets.

Table 1. Distribution of Object Categories in Data Collection

Food Decor Beauty Necessities Toys

23.03% 27.88% 3.64% 12.12% 33.33%

To enhance the model generalization on unseen objects, we col-
lected a diverse and comprehensive set of objects (as shown in
Tab. 1). Specifically, the five categories and their corresponding
object types are as follows: F (Food) covers edible items such as
egg tarts, fried dough sticks, milk toast, and ice cream, involving
both baked goods and snacks; D (Decor) includes various decora-
tive ornaments like bronze gun figurines, nine-petal flower petal
ornaments, golden horse figurines, and shell conch decorations;
B (Beauty) consists of beauty and personal care products such as
light purple makeup brushes and matte red lipsticks; N (Necessity)
contains daily necessities and storage tools, for example, three-layer
blue drawers, solid wood black watch stands, and ocean blue spray
bottles; T (Toy) involves a wide range of model toys, including white
camera models, green train models, yellow excavator models, and
Plants vs. Zombies zombie figurines.

4 Method

We aim to transfer hand motions in human videos to robot actions,
which are always end-effector 6-DOF pose sequences. Both pre-
vious optimization-based methods [Dessalene et al. 2025; Lepert
et al. 2025b; Zhi et al. 2025; Zhou et al. 2025] and trajectory-based
methods [Bharadhwaj et al. 2024b; Xu et al. 2024] exhibit degraded
performance under complex spatial movements. Therefore, we em-
ploy a purely data-driven approach to learn the transfer function
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Fig. 5. Dataset collection and processing. (L) We record paired RGB-D videos of human hand and gripper manipulation under diverse grasping poses,
providing paired data for hand-to-gripper learning. (R) From RGB-D videos and multi-view object captures, we extract registered 3D motion data — including
object point clouds, hand meshes, and gripper actions — sufficient for hand-to-gripper learning.

from our paired dataset without relying on any pre-defined align-
ments. To enhance performance, we adopt a two-stage framework:
(1) Stage I predicts the starting and terminal 6-DOF gripper poses
(Sec. 4.2); (2) Stage II generates the pose sequence for the entire
manipulation (Sec. 4.3). An overview of our framework is illustrated
in Fig 6.

4.1 Problem Formulation

Given a single RGB-D video of human demonstration (depth from ei-
ther real capture or model prediction), we focus on enabling robots to
learn and execute the demonstrated task. Specifically, a human per-
forms a manipulation task, recording a sequence of RGB-D frames,
vh = {Iih fi ’5—1, where N" denotes the total frames. Through data
processing (as illustrated in sec 3.2), we can obtain corresponding 3D
data, including: (1) object points at starting frames p{_; and terminal
frames p?__,, and (2) hand points sequence {plh f‘i ’;—1 sampled from
hand MANO [Romero et al. 2022] meshes. In Stage I, the model
independently generates single-frame 6-DOF grasping poses for the
starting frame (g;= € SE(3)) and the terminal frame (g;=—; € SE(3)),
with each conditioned on the hand points, object points, and their
corresponding contact map (details in Appendix A.3). In Stage II,
the model aims to generate gripper orientation sequence, condi-
tioned on hand points sequence, object points, their corresponding
contact map, and the Stage-I generation. The gripper position se-
quence is then computed from hand points sequence under the prior
that grasping regions are approximately aligned, and subsequently
optimized.

4.2 Stage I: Generating Starting and Terminal Action

In Stage I, we train a denoising Transformer [Peebles and Xie 2023]
to independently generate single-frame 6-DOF gripper pose for
the starting and terminal frames, conditioned on the hand points,
object points, and their corresponding contact map. As shown in
Fig 6(L), for better modeling, we separately encode the hand points
and object points into their respective feature vectors, concatenate
them along with the noisy action, and represent each as a single
token. These tokens are then processed by a denoising transformer
to generate the clean action through multi-step denoising.

Point Features. We employ two separate Point Transformer
encoders [Zhao et al. 2021], parameterized by 6; and 6;, to ex-
tract global features from the object and hand point clouds, respec-
tively. Specifically, the object encoder 8;1 takes the object points

p° € RMo>3 along with their associated contact map m € RMe
appended as an optional per-point feature channel, producing the
object feature f° = Sgl (p°,m) € RY. The hand encoder 82’2 pro-

cesses only the hand points p" € RMs*3, yielding the hand feature
fh = 82‘2 (p") € R Here, M, and M}, denote the number of points
in the object and hand point clouds, respectively, and d is the fea-
ture dimension. Notably, our method only requires a coarse contact
area rather than precise finger-level contact, for two reasons. First,
contact errors from off-the-shelf hand estimators (e.g., WiLoR) are
mostly localized to finger regions, whereas our method merely needs
to know which object regions are grasped. Second, given the struc-
tural gap between a five-fingered hand and a two-finger gripper,
fine-grained finger placements are irrelevant to the transfer.
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Action Representation. Previous work typically represents ro-
bot actions using either a Homogeneous Transformation Matrix or
a Quaternion-Translation pair. Inspired by HGDiffuser [Huang et al.
2025a], we use the three keypoints of gripper (the gripper center
and the fingertips of the left and right fingers) to parameterize its
SE(3) pose (see visualization in Appendix A.2). A key advantage is
that conditioning and generation share the same 3D-point space,
eliminating cross-domain mapping and simplifying learning. To en-
able the action to be processed alongside other conditioning feature
tokens, we project the keypoints’ coordinates into the feature space
using a linear layer. After denoising, a separate linear layer maps
the feature back to the action space.

We train the model, denoted as G,), , by optimizing a mean squared
error objective:

Lmse = Eqy [||ao - Gy (as, t>fosfh)||§] , (1)
where ay € R¥3 denotes the ground-truth (clean) action in the
three-keypoint representation, a; is its noisy version at diffusion
timestep ¢ with T = 1000, and f°, f" are the object and hand point-
cloud features.

4.3 Stage IlI: Predicting Action Sequences

In Stage II, we aim to generate the full gripper action sequence.
A straightforward approach would be to train a denoising Trans-
former to directly generate the pose sequence, encompassing both
position and orientation. To mitigate cumulative drift in the gen-
erated gripper sequences, we adopt a factorized formulation: the
model is trained to learn solely the orientation mapping, while the
position sequence is derived from hand manipulation videos and
further refined via optimization.

Generation of Orientation Sequence. As illustrated in Sec. 4.2,
we use the absolute coordinates of keypoints to represent robot

actions. Specifically, the gripper position is given by the center key-
point, while the orientation is derived from the relative positions
of the left and right finger keypoints with respect to this center.
Accordingly, in Stage II, the model learns only the orientation map-
ping. The ground-truth supervision is obtained by computing these
relative coordinates directly from the gripper keypoints, and the
model is trained to generate the gripper orientation sequence in the
same representation. To this end, the model conditions on the object
points and contact map, the hand points sequence, and the starting
and terminal poses generated by Stage I. As shown in Fig 6 (R), each
frame of hand points sequence and each frame of the noisy orienta-
tion sequence is encoded into its own token. Likewise, the starting
and terminal poses are each treated as distinct tokens. All these
tokens are fed into the Transformer, which progressively denoises
to generate the clean orientation sequence.

We train the model, denoted as G,),, by optimizing a mean squared
error objective:

Np ~o 4
Lutst = Byt |lIso = G Gt £, (1Y 0 a0 |, @)

where sy denotes the ground-truth orientation sequence in the three-
keypoint representation, s; is its noisy version at diffusion timestep
t, and do, d_; are the starting and terminal actions generated by
Stage L.

Optimization of Position Sequence. During inference, we ini-
tialize the gripper position sequence from the hand trajectory under
the prior that their contact regions are spatially aligned. This yields
a physically unconstrained initialization, which we refine through a
three-step optimization. First, we optimize the gripper positions at
starting and terminal frames to ensure stable grasping. The objective
is formulated as:
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Ax" = arg nzin Leontact + ApenLpen + /lreg||Ax||2], ®

where Ax denotes the correction applied to the gripper positions at
the starting and terminal frames, Lonsqc: €ncourages the gripper to
approach the hand contact region, Ly, penalizes object penetration,
and Apen, Areg are weighting coefficients. Second, with the optimized
starting and terminal positions fixed, we refine the intermediate
frames to ensure a smooth trajectory while staying close to the
initialization:

{X;} =arg linuil AsmoothLsmooth + /lrefLrefs (4)
Xi

where Lgnoorh = 2 ||Xi—1 — 2x; + xi4+1|| penalizes abrupt motions,
and Lyer = 3; mingeoq1) |1x; — Cref(s)||2 pulls each frame toward a
reference curve Cy.r : [0,1] — R3 interpolated from the initialized
positions, with s € [0, 1] the normalized curve parameter and ming
selecting the closest point on the curve. Third, to ensure kinematic
feasibility, we optimize each gripper pose via an IK solver. The ob-
jective minimizes the end-effector residual and joint-limit violations
while regularizing the pose to stay close to the initialization:

a; =arg min Lix(ai) + Areglla; — ail|*|, (5)
1

where a; is the initialized pose at frame i, composed of the optimized
position x;} (Eq. 4) and the generated orientation, L;;x penalizes the
error between the IK solution and the target pose as well as joint-
limit violations, and the second term regularizes the pose to stay
close to the initialization.

4.4  Implementation Details

Both stages employ a Transformer-based diffusion model [Peebles
and Xie 2023] with separate Point Transformer encoders [Zhao et al.
2021] for object and hand point clouds, producing 256-dimensional
features. The gripper pose is parameterized by three keypoints and
projected into token space via linear layers. We train both denoising
Transformers from scratch using AdamW with a fixed learning rate
of 1074, batch size 32 on a single NVIDIA A100 for 20,000 steps. The
diffusion process uses 1000 timesteps with a cosine schedule; during
inference, we apply DDPM sampling with 500 steps.

5 Evaluation

We design comprehensive experiments to evaluate our proposed
CosmoH2G in terms of (1) Oriented grasping guided by human
demonstration, (2) Trajectory adherence and final placement accu-
racy, (3) Target orientation placement accuracy.

5.1 Experimental Setups

Setup. To evaluate how well CosmoH2G generalizes to novel
objects and environments, we split the dataset by object. The re-
sulting test set comprises 186 cases spanning 40 objects that are
unseen during training. Notably, we focus on pick-and-place tasks
with unseen hand motions, leaving broader task types as future
work. We evaluate both in simulation and on real robots: In simula-
tion, we evaluate on GalaxeaManipSim [Team 2025] using R1 Lite
embodiment. We reconstruct the full test-set episodes within the

simulator, ensuring that object geometries, initial configurations,
and target placements faithfully match the hand demonstrations in
our dataset; On the real robot, we evaluate the same test-set tasks
on the Galaxea R1 Lite (as shown in Fig. 12). The complementary
details are illustrated in Appendix. A.5.

Evaluation Metrics. The following metrics are evaluated for the
aforementioned three aspects (more details in Appendix D):

(1) Oriented grasping guided by human demonstration.
We aim to assess robot’s ability to replicate the demonstrated
grasp orientation, as it reflects a feasible choice. The assess-
ment is conducted by computing angular deviation between
executed and ground truth grasping poses (Grasping Ori-
entation Accuracy (GOA)).

(2) Trajectory adherence and final placement accuracy.
Given the hand motion as a condition, we evaluate the ro-
bot’s manipulation based on two metrics: TS (Trajectory
Similarity) and Success Rate (SR). This dual evaluation as-
sesses both how closely the robot follows the demonstrated
motion and how accurately it accomplishes the task.

(3) Target orientation placement accuracy. We quantify ori-
entation accuracy via the angular error between the achieved
and desired orientations of the manipulated object, with
smaller values reflecting higher precision. This metric is
named Target Orientation Placement Accuracy (TOPA).

Baselines. Since the hand-pose retargeting methods are even
unable to grasp objects under our tasks (shown in Fig. 4), we directly
compare with trajectory-based methods:

(1) Optimization-based methods: These methods first calcu-
late an action sequence through retargeting hand poses [Dessa-
lene et al. 2025; Lepert et al. 2025b; Zhou et al. 2025] or by
directly applying the object’s relative transformation [Tang
et al. 2025c; Zhi et al. 2025], and then optimize it. Among
these, we select MimicFunc [Tang et al. 2025c] and 3DFlowAc-
tion [Zhi et al. 2025] as baselines.

(2) Learning-based methods: these methods always directly
generate robot actions conditioned on tracked 2D trajectory
flows of human demonstrations. Among these, we choose
Im2Flow2Act [Xu et al. 2024] and Track2Act [Bharadhwaj
et al. 2024b] as baselines. Specifically, since Track2Act has
not publicly released corresponding pretrained checkpoints,
we re-train it on our dataset for comparison.

5.2 Experimental Results

Quantitative Comparison to Baselines. Compared to baselines,
our CosmoH2G demonstrates superior performance in both simula-
tion and real robot experiments. Real-robot performance is slightly
lower, mainly due to two physical factors: (a) objects occasionally
slip during large rotations, leading to orientation shifts or drops;
(b) objects are sometimes moved before being fully lifted from the
table, causing excessive friction and subsequent drops.

For Mimicfunc [Tang et al. 2025c], CoTracker’s tracking degrades
under complex spatial movements (Fig. 3), leading to incorrect
action generation. Similarly, 3DFlowAction [Zhi et al. 2025] and
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Table 2. Quantitative Comparison to Baselines in Simulation and Real-World Experiments.

Simulation Real Robot
Methods GOA| SRT TST TOPA| | GOA| SRT TST TOPA]

ReTargeting-Optimization-based

MimicFunc 19.37°  56.45% 0.7673  32.47° | 19.37° 43.01% 0.7714 44.84°
3DFlowAction | 20.84° 44.62% 0.6752  29.17° | 20.84° 36.02% 0.7936  47.27°

Learning-based

Im2Flow2Act | 29.86° 57.53% 0.7835 50.27° | 29.86° 51.61% 0.7381  57.89°
Track2Act 10.67° 77.42% 0.9015 12.48° | 10.67° 60.22% 0.8732  20.58°

Ours 7.53° 83.87% 0.9672 10.27° ‘ 7.53° 70.43% 0.9413 19.34°

Demonstrations

Ours
Success !

MimicFunc

Wrong
Orientation

3DFlowAction
Incomplete

Im2Flow2Act

Wrong
Orientation

Track2Act
Wrong
Position

Fig. 7. Quantitative Comparison with Baselines in real-robot experiments.
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im2flow2act [Xu et al. 2024] rely on 2D tracking, which intro-
duces errors that degrade their performance. Despite fine-tuning
Track2Act [Bharadhwaj et al. 2024b] on our dataset, its calculation-
and-refinement framework leads to suboptimal predictions, particu-
larly when the calculation deviates significantly from the desired
actions — a common scenario in our tasks. We further note that
none of the baselines takes a contact map as input, and our gains
are not attributable to this additional information: even without
the contact map, CosmoH2G still outperforms all baselines (Table 4,
“w/o contact map”). These results confirm that the improvement
stems from our formulation rather than the contact-map input itself,
ensuring a fair comparison across baselines.

5.3 Ablation Results

Single-Stage Versus Two-Stage. We conduct an ablation study
to validate the necessity of our two-stage framework, as shown
in Tab. 3. For Single-Stage, we adopt three distinct architectures:
Diffusion Transformer [Peebles and Xie 2023], Diffusion Policy [Chi
etal. 2023], and ACT [Zhao et al. 2023]. All variants uniformly suffer
from insufficient accuracy, affirming that the performance degrada-
tion is a limitation of the evaluated single-stage formulation.

Table 3. Ablation Study: Single-Stage Versus Two-Stage (in simulation).

Methods GOA| SRT TST

Single-Stage

TOPA|

Denoising Transformer 15.28° 62.90% 0.8542  47.83°
Diffusion Policy 12.36° 58.60% 0.8157 52.84°
ACT 14.58° 64.52% 0.8732  49.27°
Ours (Two-Stage) 7.53° 83.87% 0.9672 10.27°

Model Condition. We conduct an ablation study to validate the
contribution of our designed condition, as shown in Tab. 4. For
contact map (the condition of both stages), removing it leads to a
slight performance drop, demonstrating that it provides valuable
geometric cues for reliable and precise grasping. For ending action
(the condition of stage-II), while the starting action provides a kine-
matic prior for initialization, adding the ending action is essential
for achieving the highest precision, as it constrains the terminal
pose to ensure accurate placing orientation.

Table 4. Ablation Study: Model Condition (in simulation).

Methods GOA| SR7T TST TOPA]
w/o contact map  9.58°  80.11% 0.9117  11.96°
w/o ending action 9.48°  76.34% 0.8932  21.79°

Ours 7.53° 83.87% 0.9672 10.27°

Representation of Robot Action. Different from natural format
(either a Homogeneous Transformation Matrix or a Quaternion-
Translation pair), we use three keypoints of grippers to represent

the robot action. We conduct an ablation study on it to evaluate how
different action representations affect the transfer performance. As
shown in Tab. 5, the improvement stems from the explicit spatial na-
ture of the keypoint representation, where the three points directly
denote contact regions and orientation of the gripper.

Table 5. Ablation Study: Representation of robot action (in simulation).

Methods GOA] SRT TST TOPA|

0.8868  28.47°
0.8984  24.63°
10.27°

Matrix 13.17°
Quat 11.34°
Ours(keypoints) 7.53°

69.89%
72.58%
83.87% 0.9672

Post-optimization. To validate the improvement achieved by
post-optimization, we compare three variants in Tab. 6. The Direct
baseline trains the model to generate the full pose sequence in an
end-to-end manner. The Computed variant derives both position and
orientation purely from geometric heuristics and optimization. As
shown, the Direct baseline suffers from minor inaccuracies caused
by imperfect hand-gripper trajectory alignment in the paired data.
Additionally, the Computed variant yields inaccurate orientations,
as the lack of a trustworthy geometric prior results in poor ini-
tialization, while the high-dimensional pose space further makes
optimization highly challenging.

Table 6. Ablation on Stage-1l Generation Strategy (in simulation).

Variant GOA|]  SRT TST  TOPA|
Direct (pos + ori) 8.50° 81.72%  0.9176 13.23°
Computed (pos + ori) 16.83°  67.20%  0.8742  26.78°

Ours (gen. ori + opt. pos)  7.53°  83.87% 0.9672 10.27°

6 Conclusions

We presented CosmoH2G, a data-driven hand-to-gripper solution
designed for object manipulations with complex spatial movements.
At the data level, we introduced a scalable acquisition pipeline with
a rigorous protocol that prioritizes motion complexity. This effort
resulted in a large-scale hand-gripper paired dataset comprising
6,189 episodes across 1,254 unique objects, significantly surpassing
existing benchmarks in manipulation complexity. Furthermore, we
adopted a two-stage learning framework that simplifies the transfer
process by predicting keyframe poses before generating continuous
action sequences. Experiments demonstrate that our approach en-
ables precise and stable hand-to-gripper transfer of complex spatial
manipulations.

7 Limitations and Future Work

While our two-stage framework effectively handles spatial transfer,
unified one-stage direct transfer becomes increasingly viable as
paired data scales. We aim to expand our dataset via the proposed
scalable pipeline and refine the architecture for better generaliz-
ability. Additionally, our framework currently operates open-loop,
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Fig. 8. Quantitative Comparison with Baselines in simulation experiments.

lacking real-time error correction and explicit collision avoidance.
Integrating closed-loop feedback and collision-aware motion plan-
ning is a key direction for future work. We believe our dataset and
framework will provide a valuable foundation for future research
in data-driven cross-embodiment learning and complex robotic ma-
nipulation.
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A Implementation Details

A.1  Visualization of Registering and Tracking

Object

Hand

umi

Fig. 10. Visualization of registering and tracking. In UMI registration, we
directly register the UMI base into the 3D scene, and its resulting 6-DOF
pose is treated as the gripper pose.

A.2  Visualization of Gripper Keypoints
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Fig. 11. Visualization of gripper keypoints.

A.3  Hand-Object-Interaction Contact Map

Given the hand point cloud {p/ }f\i’; and object point cloud {p7 }j.\]:"l
in the shared reference frame, we compute a per-point HOI contact
map m on the object surface. To this end, we first construct a KD-
tree over the hand points and query the nearest-neighbor distance
for each object point p?, yielding d; = min;<;<n, lIpl - pillz. We
then convert this distance into a normalized soft contact likelihood
using a predefined maximum interaction radius dmay (e.g., derived

from the typical finger contact range): m; = clip(l - %, 0, l) .
where m; = 1 indicates direct contact and the value linearly decays
to 0 beyond dpax. Finally, we extract the set of valid contact points
V by thresholding the contact map at a fixed value 7 to retain only
high-confidence candidates: V = {p}’ | mj > T}.

A.4  Optimization of Position Sequence

Initialization. During inference, the gripper position sequence
is computed from the given hand sequence. Under the prior that
the contact regions are spatially aligned between hand and gripper,
we use the contact region center as an anchor to calculate gripper
positions. We first define the contact region centers. Hand contact
region center: a hand point is classified as part of the contact region

if its minimum distance to object points falls below a predefined
contact threshold:

d" = min [lp" ~p°ll (6)
p°eO0

where d" denotes the minimum distance from hand point p” to the
object points, and O represents the set of object points. The hand
contact center is then computed as the centroid of these contact
points. Gripper contact region center: for the gripper, we define
the midpoint between left and right finger keypoints as the contact
region center. Although this may not be perfectly accurate, it pro-
vides a good initialization and will be refined through subsequent
optimization. Then, we assume the hand and gripper contact re-
gion centers are aligned, and derive the gripper position sequence
accordingly.

Grasping Optimization. We optimize the gripper positions at
the starting and terminal frames through:

At" =arg niltn [Lcontact(At) + AALreg(At) + Apeanen(At)]a (7)

where
Leomat (M) = > min |(pi(Ar) ~v) - d] ®)
ke(Lry '€
1
Lyeg (At) = §||At||§, 9
Lpen(At) = Z max (0’ _dsigned(g> 0))2 (10)
geG(At)

At € R® denotes the gripper position correction; pr (At) and pr(At)
are the absolute coordinates of the left and right finger keypoints. V
denotes the set of contacted object points (identified by the contact
map), and d is the unit direction vector from py (At) to pr(At). The
first term, Leontact, penalizes the perpendicular distance from each
finger keypoint to the contact points in V, encouraging the gripper
to approach and align with the hand contact region. The second term
Lyeg penalizes large position corrections for a single optimization
step via an L2 regularizer. G(At) denotes the gripper point cloud
after applying the position correction At, and dgjgnea(x, O) is the
signed distance from point x to the object surface O (positive outside,
negative inside). The third term, Ly, penalizes any gripper point
that falls inside the object (i.e., where dgignea(g, O) < 0), thereby
preventing collision between the entire gripper body and the object,
and ensuring physically feasible grasp configurations. Weights A5
and A, balance the regularization on position correction against
the penetration penalty.

Inverse Kinematics Optimization. To ensure the optimized gripper
poses are physically executable, we apply inverse kinematics (IK)
optimization. Specifically, for each frame, we query an IK solver with
the current 6-DoF pose and evaluate the end-effector residual and
joint-limit violations. The 6-DoF pose is then adjusted to minimize
this IK loss, ensuring the resulting configuration is both accurate
and physically feasible. The objective is formulated as:

aj = argmin | Li(ap) + Aregllas - il (11)
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Fig. 9. More results in real-robot experiments.

where

Lix(a;) = ”FKpos(qD - ti”% + Aori||L0g(R?FKrot(q?))”g + Ljoint(q?)a

(12)
q; =IK(ay), (13)
/ 2
Lioin(g]) = ) max (0.q, — 4.9 = dig) (14)

j=1
a; is the 6-DoF gripper pose to be optimized, and 4; is the initial
pose from the previous stage. g; = IK(a;) denotes the joint angles
returned by the IK solver given pose target a;. Thus, the first term Ly,
penalizes the end-effector residual between the IK solution and the

target pose, as well as joint-limit violations. FKjos(-) and FKyot(+)

map joint angles to end-effector position and orientation, respec-

tively. g; and g = denote the upper and lower bounds of the j-th
=j

joint. The second term ||a; — d;||% regularizes the optimized pose to
stay close to the original pose. A, balances IK feasibility and pose
generation distribution.
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A.5 Real-robot Setup.

Binocular
Camera $——

Galaxea A1X arm

position
anchor

Fig. 12. Real-robot experimental setup. We deploy our framework on a
Galaxea R1 Lite equipped with two Galaxea A1X arms. A binocular camera
is mounted at a fixed viewpoint to capture the workspace and human
demonstrations. During evaluation, the object position is computed relative
to the position anchor (yellow circle), and its orientation is estimated via
FoundationPose++ [Yan 2025].

Our real-world evaluation setup uses a Galaxea R1 Lite equipped
with two 7-DoF A1X arms and parallel-jaw G1 grippers. The world
coordinate frame is defined on the tabletop, with its origin located
at the table corner (indicated by the yellow circle in Fig. 12), the
x-axis pointing forward along the table edge, the y-axis pointing
rightward, and the z-axis pointing upward. The robot base is cen-
tered at this origin, and the arms are positioned symmetrically on
either side. A binocular camera is rigidly mounted 0.4 m above the
origin, facing downward toward the table center to capture the ma-
nipulation workspace. The camera is extrinsically calibrated to the
robot base frame prior to each data collection session. To ensure a
fair comparison, the robot starts from a fixed initial configuration
in all trials. During metric computation, the object position is calcu-
lated relative to the poisition anchor, while the object orientation is
predicted by FoundationPose++ [Yan 2025].

A.6 Simulation Setup.

Across evaluation, we maintain consistent object physics on the
simulation platform. Each object’s centroid is anchored at its mesh
geometric center, with mass implicitly determined by a uniform
density of approximately 1000 kg/m* (representative of common
plastic materials). Consistent with GraspVLA [Deng et al. 2025],
we further employ a low friction coefficient of 0.15 for all contact
interactions. This standardized physical configuration aligns with
the setup widely adopted in prior works including GraspVLA [Deng
et al. 2025] and Im2Flow2Act [Xu et al. 2024].

B Baseline Details

For optimization-based methods, we select MimicFunc [Tang et al.
2025¢] and 3DFlowAction [Zhi et al. 2025] as baselines. They first

sample an initial 6-DOF grasping pose using GraspNet [Fang et al.
2020] or AnyGrasp [Fang et al. 2023],and then calculate the full se-
quence by applying object transformations. We exclude rule-based
retargeting methods from our comparison because they are primar-
ily designed for pinch gestures. As shown in Fig. 4, this limitation
results in consistent failure in our task.

To provide a fair comparison, we retrain Track2Act on our
dataset using 3D flows of hands as input. Specifically, we replace
its original 2D tracks with a 3D hand point sequence and compute
the initial action sequence via rule-based hand-pose retargeting. De-
spite being provided with this enriched 3D information—arguably
exceeding its original design assumptions—Track2Act still underper-
forms our CosmoH2G, underscoring the limitations of its underlying
framework.

C Details for the Computed Variant

In Computed variant, we construct a baseline without generation,
that derives the gripper pose sequence through computation and
optimization. In this baseline, directly using the demonstrated hand
pose as the optimization target for gripper orientation is fundamen-
tally unreliable because of their different morphologies, kinematic
structures, and contact topologies. We therefore reformulate by
introducing the manipulated object as an intermediate geometric
anchor. Its 6D pose sequence serves as a shared, task-agnostic refer-
ence: the hand drives the object’s motion, and the gripper is tasked
with replicating it.

Object Pose Induction via Hand Mesh Sequence. Direct visual track-
ing of the object is infeasible throughout the manipulation because
the human hand persistently occludes the object. We therefore re-
construct the full hand mesh sequence and leverage the rigid contact
relationship established at the initial frame to induce the object 6D
pose trajectory. Concretely, at the first frame we obtain the ini-
tial object pose Oy, and extract the hand contact pose C; from the
reconstructed hand mesh. We then compute the constant relative
transform T2 = (0;)~!C;. Under the stable-grasp prior that the
hand-object relative pose remains rigid during manipulation, the
object pose at frame ¢ is induced as

0;=CT° =C, C; 0y, (15)

where C; is the hand contact pose propagated from the reconstructed
mesh at frame t. The resulting object trajectory {O;}7_, subse-
quently serves as the unified optimization target for the gripper
pose sequence.

Calculation of Position and Orientation Sequence. Before optimiza-
tion, we derive the full gripper pose sequence in two stages.

Boundary pose initialization. At the starting and terminal
frames, we sample K candidate 6-DoF grasp poses {G¥) }I,le from
the object point cloud via GraspNet [Fang et al. 2020]. Each candi-
date is scored by three criteria: (i) contact-region consistency—we
compute the overlap between the candidate gripper’s finger contact
regions and the demonstrated contact map; (ii) orientation align-
ment—the angular deviation between the candidate’s approach
axis and the hand’s functional direction (i.e., the palm normal at
the contact center); and (iii) grasp quality—the confidence score
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from GraspNet. The top-scoring candidate is selected as the initial
boundary pose.

Intermediate-frame synthesis. The position sequence is com-
puted identically to our proposed method. For orientation, we di-
rectly interpolate between the starting and terminal orientations
via spherical linear interpolation (SLERP) on SO(3).

Optimization of Full Pose Sequence. Given the initial position se-
quence, we refine it through contact-map alignment at the start and
terminal frames (Eq. 3), temporal smoothness regularization (Eq. 4),
identical to our proposed method. For the orientation component,
the boundary poses derived from GraspNet voting are held fixed,
and the intermediate frames are refined under three objectives. First,
angular smoothness is enforced by penalizing the second-order
geodesic difference on SO(3):

T-2
Lori_smooth = Z HLOg(thlRi) - Log(R;—RHl)l

i=1

n o (19)

where Log(-) maps the relative rotation to its axis-angle represen-
tation, discouraging abrupt motions. Second, the full gripper pose
sequence is jointly optimized such that the object pose induced by
the gripper aligns with the target object trajectory. The tracking
loss penalizes the deviation between them:

T-2
Lirack = Z (
i=1

- - ~ —T
where t = t"? - R‘?d,el and RY = R?Rrel are the object position and
orientation reconstructed from the current gripper pose (R, t7)

o,target It
et

t

LOg ((R;J,target) Tl’é?)

2
+ Aori
2

2
), 17)
2

using the average relative transform (Tz,e,,&,e,) observed at the
boundary frames. This loss encourages the gripper to achieve poses
whose derived object pose (under the fixed relative transform) is
consistent with the demonstrated trajectory. Third, the IK stage
jointly projects both position and orientation into the robot’s feasible
joint space via the full residual in Eq. 5.

Failure Cases. However, the Computed variant always fails on
tasks involving complex spatial motions such as flipping. First, the
SLERP-interpolated initialization provides only a rough starting
guess. The intermediate orientation is far from the true rotation,
leaving the optimizer lost in a large search space. Second, jointly
optimizing position and orientation creates many equally valid but
drastically different solutions. This ambiguity often breaks temporal
continuity, causing abrupt jumps or unnatural motions. Together,
these issues show that accurate orientation trajectories must instead
be learned directly from data.

D Evaluation Metrics

This section presents the formal definitions and implementation
details of our evaluation metrics.

D.1 Trajectory Similarity

Trajectory similarity is quantitatively assessed by comparing the
3D position trajectories between ground truth (GT) and the exe-
cuted paths. Specifically, we compute the Dynamic Time Warping
(DTW) distance between them using the FastDTW algorithm [Wu
and Keogh 2020], and normalize it by sequence length. To convert

raw distances into an interpretable similarity score S € [0, 1], we
normalize the metric distance Dyetric by a task-specific tolerance
threshold 7 (set as 20% of the table width):

D .
Szl—min(LmC,l).
T

Under this formulation, deviations within the tolerance bound yield
proportionally decreasing similarity, while any deviation exceeding
7 is clamped to zero similarity.

Implementation details. To compute the hand positional trajectory,
we use the contact region center of each reconstructed hand mesh as
the position point and concatenate these points across the sequence.
Similarly, for the gripper positional trajectory, we adopt the contact
region center of end-effector as the position point. On the real robot,
this trajectory is obtained from sensor feedback (joint encoders and
forward kinematics) during execution. In simulation, the trajectory
is directly queried from the physics engine via the end-effector link
state at each timestep.

D.2  Success Rate.

Following prior work [Xu et al. 2024], we adopt the success rate to
assess position-level task success, defined by the distance between
the final placement and the desired target. Let W denote the width
of the desktop, and let d represent the Euclidean distance between
the final placed position and the target. A placement is considered
a failure if the distance exceeds 10% of the desktop width. For a
series of N placement trials, the success rate R is calculated as:

Nsuccess

R=—"—Xx100%,
N

where Ngyccess is the number of trials satisfying:

d<01xW.

D.3 Target orientation placement accuracy.

We adopt the Target Orientation Placement Accuracy (TOPA) to
assess orientation-level placement precision, defined by the angu-
lar deviation between the final placed orientation and the desired
target orientation. Let 6 denote the angular error between the final
orientation and the target orientation, measured in degrees. For a
series of N placement trials, the TOPA score is calculated as the
mean angular error:

N
1
TOPA = N ; 0; (in degrees),

where 0; represents the angular error of the i-th trial. In real-
robot experiments, object orientations are estimated via Founda-
tionPose++ [Yan 2025].
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Table 8. Generalization across camera viewpoints (in simulation).
Since our input is 3D data extracted from videos, performance remains
stable across all viewpoints.

Viewpoint First-person  Ego. top-down Third-person Exo. top-down
GOA (sim) | 6.73° 6.21° 9.58° 7.94°

SR (sim) T 90% 85% 75% 90%

TS (sim) T 0.9617 0.9479 0.9032 0.9681
TOPA (sim) | 11.02° 10.73° 19.17° 10.49°

Table 7. Generalization across Demonstrators (in simulation). The
model generalizes well across adult hands, while performance degrades on
children’s hands, whose scales fall outside the training distribution.

Test set  Original Adult males Adult females Children
GOA | 7.53° 6.74° 7.89° 18.67°
SRT 83.87% 83.33% 91.67% 33.33%
TS T 0.9672 0.9638 0.9728 0.8215
TOPA |  10.27° 12.32° 9.93° 51.80°

Mean = 0.957 == OFE
0207 Median = 0.958 —:- Median

0.94 0.96
Trajectory similarity S

Fig. 13. Similarity distribution of retained hand-UMI pairs. The simi-
larity scores (mean = 0.957, median = 0.958) concentrate well above the 0.9
retention threshold.

E Generalization Analysis

Beyond novel objects and motions, we further assess the gener-
alization scope of CosmoH2G along demonstrators and camera
viewpoints.

Demonstrators. Our dataset is collected from multiple male and
female participants. To further examine hand-scale generalization,
we construct an additional test split consisting of 4 adult males,
4 adult females, and 2 children. As shown in Table 7, CosmoH2G
generalizes well across adult hands of varying scales (SR of 83.33%
and 91.67% for adult males and females, respectively, comparable to
83.87% on the original test set). Performance degrades on children’s
hands (SR 33.33%), whose scales fall outside the training distribution,
indicating the boundary of hand-scale generalization.

Camera Viewpoints. Since our input is 3D data extracted from
videos, CosmoH2G is insensitive to the four evaluated camera view-
points. We collect 20 unseen cases recorded from four distinct view-
points, including first-person, egocentric top-down, third-person,
and exocentric top-down. Performance remains stable across all
viewpoints (SR ranging from 75% to 90%), as shown in Table 8.
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