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Abstract

Hand-object interaction (HOI) modeling remains challeng-
ing because it requires joint reasoning about hand articu-
lation, object geometry, contact, semantics, and dynamics
under severe visual uncertainty. Foundation models intro-
duce transferable prior knowledge learned from large-scale
cross-domain data, offering new ways to address these chal-
lenges beyond task-specific data and models. However, the
rapidly growing literature remains fragmented, and existing
studies typically describe these methods simply as “using
large models” without systematically characterizing what
knowledge is introduced, where it enters the HOI pipeline, or
which HOI uncertainty it helps reduce. This survey presents
the first systematic review of foundation-model priors for
HOI. We organize the literature into six HOI tasks span-
ning reconstruction and generation. More importantly, we
establish a taxonomy of eight foundation-model sub-priors
grouped into geometric, semantic, and visual families. Geo-
metric priors encompass shape retrieval, shape reconstruc-
tion, and spatial reconstruction; semantic priors include se-
mantic grounding and language reasoning; and visual priors
cover visual representation, image generation, and video gen-
eration. Based on this taxonomy, we systematically analyze
how different priors are represented, injected, and adapted
across HOI pipelines and tasks. Beyond how foundation
models empower HOI, we further examine how HOI-derived
knowledge is used in robot learning, including human-data
pretraining, human-to-robot skill transfer, and HOI-to-robot
data generation. Finally, we summarize datasets and evalua-
tion protocols, and discuss limitations and future directions
toward more generalizable HOI systems. To support long-
term progress, we curate a live repository that continuously
aggregates emerging methods and benchmarks.

Keywords: Hand-Object Interaction, HOI Reconstruction,
HOI Generation, Foundation-Model Prior, Embodied Intelli-
gence

1 Introduction

Hand-object interaction (HOI) is central to understanding
how humans manipulate the physical world and underpins
computer vision, augmented/virtual reality, digital humans,
and embodied AI[1, 2, 3, 4]. HOI reconstruction and genera-
tion should jointly model hand articulation, object geometry,
contact, interaction intent, and temporal evolution. Severe
mutual occlusion and the coupling of pose, shape, depth,
motion, semantics, and physical constraints make these vari-
ables only partially observable. Consequently, a plausible
HOI result should be visually, geometrically, semantically,
temporally, and physically consistent [5, 6, 7, 8].

These challenges manifest as five coupled uncertainties
as follows. Shape uncertainty arises when the hand oc-

cludes object regions, leaving complete geometry ambigu-
ous even across multiple views [5, 9]. Spatial uncertainty
follows from the entanglement of pose, scale, depth, and
viewpoint in monocular projection, which permits multiple
3D explanations of the same image [, 2]. Physical uncer-
tainty concerns both contact ambiguity and physical validity,
i.e., visual proximity alone cannot determine contact, forces,
or stability [6, 10, 11]. Semantic uncertainty covers open-
world object identity, functional parts, affordances, and task
intent [7, 12, 13]. Dynamic uncertainty arises when cam-
era, hand, and object motion become entangled under rapid
viewpoint changes and motion blur [8, 4]. Because these
uncertainties are coupled, reducing one of them in isolation
does not guarantee an HOI result that is jointly consistent
in geometry, contact, semantics, and motion; reliable HOI
reconstruction and generation therefore require complemen-
tary evidence that constrains multiple variables and their
interactions.

Foundation models provide such complementary cross-
domain evidence beyond task-specific supervision. Rather
than replacing HOI-specific models, they supply geometric,
semantic, and visual knowledge that can be introduced at
different stages of the HOI pipeline. Geometric priors sup-
port asset retrieval, shape recovery, and camera-aware spa-
tial reconstruction; semantic priors provide open-vocabulary
grounding and language reasoning; and visual priors transfer
reusable representations or generative appearance and mo-
tion distributions [14, 15,7, 16, 17, 18, 19]. This perspective
shifts the central question from whether foundation models
help HOI to which knowledge is introduced, how it enters
the HOI pipeline, and which coupled uncertainties it helps
reduce.

We adopt a deliberately narrow operational boundary. A
method is classified as foundation-model-prior only when an
explicitly identified, large-scale general-purpose pretrained
model contributes cross-domain knowledge through predic-
tions, representations, transferred parameters, adaptation,
or distillation. Task-specific pretraining and HOI-domain
resources such as 3D assets, contact maps, or implicit fields
do not alone meet this definition; they count as injected
foundation-model priors only when a foundation model re-
trieves, generates, aligns, filters, or scores them for the target
task [20, 21, 22]. All remaining methods are grouped as
non-foundation-prior methods without implying an absence
of pretraining or domain knowledge.

As shown in Fig. 1, our taxonomy has two dimensions.
The task dimension comprises three reconstruction tasks
(i.e., hand-object pose estimation, hand-held object recon-
struction, and dynamic HOI reconstruction) and three gen-
eration tasks (i.e., grasp synthesis, HOI motion generation,
and HOI image/video generation). The prior dimension con-
tains eight sub-priors grouped into geometric (i.e., shape
retrieval, shape reconstruction, and spatial reconstruction),
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semantic (i.e., semantic grounding and language reasoning),
and visual (i.e., visual representation, image generation, and
video generation) families. We further analyze how these
priors enter HOI systems through initialization, alignment,
fusion, conditioning, adaptation, or score guidance. Beyond
reconstruction and generation, we examine how HOI videos,
reconstructed states, grasps, trajectories, affordances, and
generated plans transfer to robot learning through human-
data pretraining, human-to-robot skill transfer, and HOI-to-

robot data engines [23, 24, 25, 26].

Existing surveys cover hand pose estimation, hand-object
pose estimation, interacting hands, or dexterous grasping [27,
28, 29, 30], but do not jointly analyze HOI reconstruction,
generation, contact and affordance reasoning, foundation-
model priors, and embodied transfer, as shown in Table 1.
This gap is increasingly consequential as recent pipelines
combine heterogeneous foundation-model priors [31, 32].

To the best of our knowledge, this is the first systematic
and critical survey of HOI techniques and their embodied
transfer through the lens of foundation-model prior injection.
The organization of this survey is illustrated in Fig. 2. The
main contributions are as follows:

* Tasks and Knowledge Boundary (Sec. 2). We formal-
ize a six-task HOI taxonomy and separate cross-domain
foundation-model priors from task-specific pretraining and
HOI-domain knowledge.

* Prior Taxonomy and Injection Mechanisms (Secs. 3-5).
We organize geometric, semantic, and visual priors and
compare their sources, representations, injection mecha-
nisms, supported tasks, mitigated uncertainties, and limita-
tions.

¢ Embodied Transfer (Sec. 6). We examine how HOI-
derived knowledge supports human-data pretraining,
human-to-robot skill transfer, and robot-data generation.

¢ Datasets and Evaluation (Sec. 7). We consolidate task
benchmarks, large-scale pretraining sources, and evalua-
tion metrics while exposing current protocol blind spots.

¢ Open Challenges (Sec. 8). We identify directions toward
generalizable, interaction-aware, and physically grounded
HOI and embodied manipulation.

2 Preliminaries of Hand-Object Interaction
and Foundation-Model Priors

This section defines the task and representation conven-
tions used throughout the survey, reviews methods that do
not use cross-domain knowledge from foundation models,
summarizes the foundation-model prior families employed
across HOI tasks, and introduces a common pipeline ab-
straction for the six HOI tasks. These non-foundation-prior
methods may use in-domain priors such as hand models
(MANO [33], NIMBLE [34]), object templates [, 35], im-
plicit fields [36, 37], contact statistics [10], temporal smooth-

ness [8, 4], scene estimation (SLAM [38], SfM [39]), phys-
ical constraints or simulators [40, 11], and HOI generative
models [9, 41]. Many of these components also appear inside
foundation-model-prior methods as representations or refine-
ment constraints. The distinction is whether a large-scale
pretrained model supplies additional cross-domain knowl-
edge.

2.1 Task Taxonomy of Hand-Object Interaction

This subsection defines the six HOI tasks and the termi-
nology used throughout the survey. Contact and affordance
are treated as output attributes rather than standalone task
categories. For compactness in Table 4 and Table 5, R1-R3
and G1-G3 denote the reconstruction and generation tasks
defined as follows. R1 denotes Hand-Object Pose Estima-
tion. R2 denotes Hand-Held Object Reconstruction. R3
denotes Dynamic HOI Reconstruction. G1 denotes Hand-
Object Grasp Synthesis. G2 denotes HOI Motion Generation.
G3 denotes HOI Image/Video Generation. ET denotes the
downstream embodied-transfer setting discussed in Sec. 6.

2.1.1 HOI Reconstruction

HOI reconstruction recovers hand and/or object spatial
state and structure from visual observations. We distinguish
three tasks by output scope and temporal range:

Hand-Object Pose Estimation (R1) estimates the joint
spatial state of the hand and the manipulated object, includ-
ing hand articulation and object pose. Depending on the
available observations and annotations, outputs range from
hand keypoints, MANO parameters, and hand meshes to
object 6D poses and joint hand-object poses. Hand-only
methods are included because they often serve as front-end
modules for HOI pipelines, where object fitting, contact
estimation, and temporal optimization depend on reliable
hand-state estimates [42, 1]. Hand-Held Object Recon-
struction (R2) recovers the complete 3D geometry of an
object held in the hand, using explicit representations such
as point clouds or meshes, or implicit representations such
as SDF, DDF, or occupancy fields. Its core challenge is
inferring object regions occluded by the hand or otherwise
unobserved, especially for unknown or open-world objects
without a known CAD template [5, 36, 43]. Dynamic HOI
Reconstruction (R3) recovers time-varying hand, object,
camera, contact, and interaction states from video. Render-
able and 4D HOI reconstruction [4, 44, 45] are treated as
representation variants within this reconstruction task.

2.1.2 HOI Generation

HOI generation creates hand-object states, motions, or
visual content under specified conditions. We define three
generation tasks by output modality, while treating editing,
inpainting, object swapping, and reenactment as conditional
generation rather than independent tasks.
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Figure 2: Taxonomy roadmap of this survey. Three foundation-model prior families are decomposed into section-level
sub-priors and linked to the HOI reconstruction or generation tasks reviewed under each subsection.

Table 1: Comparison of existing HOI-related surveys. v = systematic coverage; X = no systematic coverage.

Hand-onlyHand-object HOI ~ Contact and Foundation Embodied

Existing survey pose pose  generation affordance model priors transfer
Efficient annotation and learning for 3D hand pose estimation: A survey [27] ' X X X X X

A Survey of Deep Learning Methods and Datasets for Hand Pose Estimation from Hand-Object Interaction v X X X X X
Images [28]

Advances in Vision-Based Deep Learning Methods for Interacting Hands Reconstruction: A Survey [29] ' X X X X X
An Overview of Learning-Based Dexterous Grasping: Recent Advances and Future Directions [30] X X v v X v
Ours v v v v v v

Hand-Object Grasp Synthesis (G1) produces plausible
static hand grasp poses, hand meshes, or contact configu-
rations given objects, language, contact, or functional tar-
gets [46, 9, 10]. HOI Motion Generation (G2) generates
manipulation sequences with time-varying hand motion, ob-
ject motion, interaction phases, and state transitions [11, 47].
HOI Image/Video Generation (G3) synthesizes images
or videos containing hand-object interactions, or performs
conditional editing, inpainting, or reenactment under text,
image, mask, pose, depth, or contact conditions [48, 49].

2.2 Representations for Hand-Object Interaction

2.2.1 Geometric Representations

Geometric representations describe the spatial state and
shape of hands, objects, and scenes. Sparse representations
such as 2D/3D keypoints and skeletons are efficient for pose

estimation and tracking. Parametric hand models such as
MANO [33] and NIMBLE [34] encode hand articulation
and shape in a low-dimensional space, making them widely
used in hand mesh regression and optimization. Explicit rep-
resentations such as meshes and point clouds are common
outputs for reconstruction. Implicit representations such as
signed distance fields (SDFs), occupancy fields, and directed
distance fields (DDFs) [50, 43] model continuous surfaces.
HALO [51], for example, maps a 3D hand skeleton to a
differentiable articulated-hand occupancy field. Renderable
representations such as NeRF [52] and 3D Gaussian Splat-
ting [53] further support novel-view rendering and 4D HOI
reconstruction.

2.2.2 Interaction Representations

Interaction representations describe the relation between
the hand, the object, and the task. Contact maps assign
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contact labels or probabilities to image pixels, point-cloud
samples, or mesh vertices [3, 54], whereas affordance maps
identify object regions suitable for particular actions [55].
Field-based representations define these relations continu-
ously in 3D space: contact fields model contact or prox-
imity at arbitrary query locations, while interaction fields
encode broader spatial relationships between the hand and
object [9, 56]. Dense correspondences specify point-level
hand-object associations [57], while object-state transitions
describe how an object moves or articulates during manipu-
lation [58, 59].

2.3 Non-Foundation-Prior Methods for HOI Re-
construction

2.3.1 Hand-Object Pose Estimation

Hand-object pose estimation includes hand-only estima-
tion and joint hand-object state recovery. Hand-only methods
such as HandOccNet [60], MobRecon [61], HaMeR [62],
WiLoR [63], simpleHand [64], and SZHAND [65] estimate
hand keypoints, MANO parameters, or meshes from a single
RGB image, while KeypointFusion [66] additionally fuses
RGB and depth for 3D hand pose estimation. Joint methods
such as H+O [1], Hasson et al. [2], HOPE-Net [67], Key-
point Transformer [68], THOR-Net [69], and HOISDF [70]
combine MANO, known object geometry, keypoint rea-
soning, SDF constraints, differentiable rendering, or mu-
tual exclusion. Contact-aware variants such as CPF [3],
S2Contact [54], ContactArt [71], and CHOIR [56] addition-
ally predict contact fields or maps, but still ultimately esti-
mate or refine hand-object state.

The limitation is not that these methods lack structure,
but that their estimates remain bounded by task supervision,
MANO-like articulation, limited object coverage, weak con-
tact labels, and dataset-specific contact statistics. Under
monocular occlusion and open-ended manipulation goals,
pose ambiguity, proximity-based contact errors, missing ob-
ject geometry, and missing functional intent remain com-
mon failure modes. For joint hand-object estimation, shape
retrieval and shape reconstruction priors address unknown-
object geometry, spatial reconstruction priors address 3D
pose and camera ambiguity, and semantic grounding and
language reasoning priors address observation and intent am-
biguity. These prior families are reviewed in Secs. 3.2-3.4,
Sec. 4.2, and Sec. 4.3.

2.3.2 Hand-Held Object Reconstruction

Hand-held object reconstruction focuses on recover-
ing the 3D shape of the manipulated object under severe
hand occlusion. Representative methods include IHOI [5],
AlignSDF [36], gSDF [72], DDF-HO [43], CHORD [73],
HandNeRF [37], HHOR [74], HOLD [4], MOHO [75], and
TexHOI [76]. HandNeRF reconstructs a hand-object scene

from a single RGB image, whereas the remaining meth-
ods span single- and multi-frame settings. These methods
typically represent object geometry with SDF, occupancy,
or DDF fields. They optimize the geometry using silhou-
ette consistency, differentiable rendering, or multi-frame ob-
servations, then enforce hand-object compatibility through
mutual-exclusion and contact constraints. Some additionally
learn category-level shape priors from HOI data.

These tools make reconstruction possible but not open-
ended. Persistent occlusion can leave interaction-critical ob-
ject regions unobserved, category-level priors cannot cover
arbitrary open-world objects, and better surface metrics do
not guarantee contact consistency or physical plausibility.
These limitations motivate the shape retrieval, shape re-
construction, and semantic grounding priors reviewed in
Sec. 3.2, Sec. 3.3, and Sec. 4.2.

2.3.3 Dynamic HOI Reconstruction

Dynamic HOI reconstruction extends reconstruction to
video, where hand motion, object motion, contact evolu-
tion, and camera motion are coupled. Representative meth-
ods include hand-only temporal reconstruction such as Se-
qHAND [77] and Dyn-HaMR [78]. Joint hand-object pose
estimation includes HOMAN [8], InteractionFusion [79],
HOLD [4], and Tian et al.’s interaction-aware 4D Gaussian
splatting [80]. Renderable or physics-aware reconstruction
includes NCRF [44] and DeepSimHO [40].

These methods typically combine temporal regularization,
geometric estimates, and physical constraints, including mo-
tion smoothness, MANO consistency, rigid-body constraints,
SLAM [38]/SfM [39] camera estimates, multi-frame photo-
metric optimization, contact continuity, stable-grasp assump-
tions, and simulation. Egocentric camera motion, blur, and
long-horizon drift weaken these components, while render-
able trajectories can still penetrate, lose contact, or produce
physically incorrect object responses. These limitations mo-
tivate the spatial reconstruction and video generation priors
reviewed in Sec. 3.4 and Sec. 5.4, together with the contact
and physical evaluation discussed in Sec. 7.2.3.

2.4 Non-Foundation-Prior Methods for HOI Gen-
eration

24.1 Hand-Object Grasp Synthesis

Hand-object grasp synthesis generates static hand poses
or contact configurations for objects. Representative meth-
ods include GanHand [46], GrabNet [81], GraspTTA [82],
ContactOpt [10], ContactGen [83], Contact2Grasp [84], G-
HOP [85], ClickDiff [86], and FastGrasp [87]. G-HOP
learns a joint spatial diffusion prior over hand and object
fields and applies it to both interaction reconstruction and
static grasp synthesis. Different grasp-synthesis methods
use different HOI-specific components, including object-
conditioned distributions over the MANO model’s hand-pose
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and hand-shape parameters, contact maps, implicit interac-
tion fields, penetration penalties, local geometric constraints,
and force-closure-inspired objectives.

The main limitation is functional ambiguity: a stable-
looking grasp may still ignore whether the object should be
held, pressed, turned, passed, or opened. Contact coverage
and penetration penalties also remain imperfect proxies for
execution stability, motivating the language reasoning priors
reviewed in Sec. 4.3 and the embodied validation discussed
in Sec. 6.

2.4.2 HOI Motion Generation

HOI motion generation produces dynamic manipula-
tion sequences from motion capture, GRAB/OakInk-style
datasets, or task-specific demonstrations. D-Grasp [11], Arti-
Grasp [47], GEARS [93], LatentHOI [4 1], Gaze-guided HOI
Synthesis [94], How Do I Do That? [95], and BimArt [89]
learn motion or trajectory distributions from HOI data, inter-
action codebooks, local geometry, gaze/contact constraints,
reinforcement learning, or physics simulation rather than
from external motion or video foundation models. GEARS
synthesizes hand motion sequences conditioned on hand and
object trajectories.

These methods provide important comparison points, but
their learned distributions are tied to the scale and diversity of
available HOI motion data. Long-horizon object transitions,
executable physical contact, and task-conditioned generaliza-
tion to novel objects or intents remain difficult, motivating
the language reasoning and video generation priors reviewed
in Sec. 4 and Sec. 5.

2.4.3 HOI Image/Video Generation

Hand-object image and video generation remains com-
paratively sparse before foundation-scale generative models.
HOGAN [48] directly generates hand-object images, while
HOGSA [92] uses mesh-based 3D Gaussian Splatting to ren-
der pose- and viewpoint-diverse bimanual HOI images for
data augmentation. Mature task-specific video generation is
largely absent: earlier GAN-based models struggle to pre-
serve hand topology, object identity, contact relationships,
temporal consistency, and open-vocabulary controllability.
This gap directly motivates image and video generation pri-
ors in Sec. 5.

2.5 Common HOI Pipeline Abstraction

The six HOI tasks share a functional pipeline: an input
passes through an HOI backbone, and a task-specific head
maps its representation to the required output. For gener-
ation, prompts, initial states, and other conditions are in-
puts. The HOI backbone denotes the main feature extraction,
geometric inference, temporal modeling, optimization, or
denoising process. The task head denotes the output-specific

Foundation-Prior
Intervention (Secs. 3-5)

Non-Foundation-Prior

Components (Sec. 2) HOI Uncertainty

—
Geometric Priors
Tfemplates / é’ Shapg 49_
Implicit Geometry Uncertainty Visual Priors
———
2D Evidence / & Spatial ° Geometric Priors
Camera Estimates Uncertainty Visual Priors
T
A 5 i Geometric Priors
AComact/ RSN Phys@al 42
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A )
Closed-Set Semanticsp—— Semantllc Semantic Priors
Uncertainty
—
Temporal Models / & Dynamic ° Geometric Priors
) — . -
Constraints Uncertainty : ;
Visual Priors

A = Residual Limitation ° = Uncertainty Mitigation
Figure 3: Residual HOI uncertainties and corresponding
foundation-prior interventions.

regressor, decoder, scorer, or renderer. Table 2 summarizes
implementations across the six tasks.

The backbone and task head denote functional roles, not
necessarily separate neural modules. Optimization-based
reconstruction, implicit-field methods, and diffusion models
may implement these roles through iterative optimization,
neural fields, denoisers, or rendering decoders. Foundation-
model priors preserve the HOI task definition while initializ-
ing, augmenting, conditioning, or instantiating the backbone
or head. They may enter as observations, pretrained param-
eters, features, constraints, training data, or inference and
decoding modules.

Conventional HOI components still leave five residual
uncertainties under severe occlusion, open-world seman-
tics, and complex dynamics. The three foundation-prior
families reviewed in Secs. 3—5 help mitigate these uncer-
tainties through targeted interventions, as summarized in
Fig. 3. Templates and implicit geometry leave occluded or
unseen object surfaces ambiguous, whereas 2D evidence
and camera estimates underconstrain depth, scale, camera
motion, and world-space alignment. Geometric priors mit-
igate the resulting shape and spatial uncertainties. Visual
priors provide additional evidence in these cases: gener-
ative denoising guidance can regularize weakly observed
object geometry, while general visual representations can
improve the estimation of hand-object pose and spatial state.
Contact and physics constraints remain sensitive to inaccu-
rate geometry and incorrectly inferred functional contact,
so geometric and semantic priors jointly provide stronger
structural and interaction evidence for reducing physical
uncertainty. Closed-set supervision relies on predefined ob-
ject categories and affordance labels, limiting its ability to
generalize to unseen objects, functional parts, and interac-
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Table 2: Functional abstraction of typical HOI backbones and task heads across the six tasks.

Task Typical HOI backbone Typical task head Canonical output

R1: Hand-Object Pose Estimation CNN encoder [1]; ViT encoder [62]; Keypoint/object-pose regressors [1]; MANO/mesh Hand pose; object 6D
geometry-aware transformer [68] regressor [2, 62] pose

R2: Hand-Held Object Reconstruction Image encoder or neural renderer [37]; SDF/DDF/occupancy decoder [36, 43, 73]; Held-object geometry
multi-frame reconstruction optimization [4]; mesh/radiance decoder [74, 37]
implicit-field model [36, 43]

R3: Dynamic HOI Reconstruction Temporal tracking [8]; 4D optimization [4]; 4D Trajectory/camera/object-state head [8, 4]; Dynamic hand-object
neural renderer [44, 80] deformation/rendering head [44, 80] state

G1: Hand-Object Grasp Synthesis Object encoder/conditional VAE [81]; diffusion Grasp/MANO head [81]; contact/score head [82, 10]  Static grasp pose or
model [87, 85] contact map

G2: HOI Motion Generation Temporal transformer [88, 89]; diffusion motion ~ Hand-object trajectory/sequence decoder [11, 88, 89] HOI motion sequence
model [11,41]

G3: HOI Image/Video Generation Image/video U-Net [49, 90]; DiT/video Image/video decoder [49, 91]; rendering head [92] HOI image/video

transformer [91]

tion intents. Semantic priors mitigate this limitation through
open-vocabulary grounding and language reasoning. Finally,
task-specific temporal models and local consistency con-
straints, including motion smoothness, temporal pose con-
sistency, cross-frame appearance consistency, and temporal
contact consistency, remain insufficient for long-horizon in-
teractions under moving cameras. Geometric priors stabilize
camera-aware world-space structure, while visual priors con-
tribute broader temporal regularities and interactive rollout
models to mitigate dynamic uncertainty.

2.6 Prior Family Employed in HOI Tasks

We summarize the three foundation-model prior families
and their eight sub-priors used throughout the survey.

2.6.1 Geometric Priors

Geometric priors transfer 3D shape and spatial structure
from pretrained geometry models. Geometric Shape Re-
trieval (G-Ret) retrieves candidate object assets from shape
databases to anchor object geometry [15]. Geometric Shape
Reconstruction (G-Rec) generates complete object shapes
from images or text [98, 102]. Geometric Spatial Recon-
struction (G-Spa) supplies metric depth, point maps, and
camera parameters [ 14, 97].

2.6.2 Semantic Priors

Semantic priors transfer visual and language understand-
ing. Semantic Grounding (S-Gnd) converts text or multi-
modal prompts into localized regions such as masks, boxes,
and tracks [7, 12]. Language Reasoning (S-Lng) infers
intent, functional parts, and affordances from pretrained lan-
guage models [139, 125].

2.6.3 Visual Priors

Visual priors transfer cross-domain visual knowledge.
Visual Representation (V-Rep) provides general-purpose
image features or tokens [17]. Image Generation (V-Img)
adapts pretrained diffusion backbones for appearance and
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Figure 4: Injection mechanisms of geometric priors for HOL.

layout [18, 138]. Video Generation (V-Vid) additionally
models temporal and interaction dynamics [19, 133].

Fig. 3 summarizes the residual uncertainties and corre-
sponding prior interventions, while Table 3 catalogs represen-
tative foundation-model-prior methods using the taxonomy
developed in Secs. 3-5.

3 Geometric Priors for HOI
3.1 Scope of Geometric Priors

This section surveys foundation-model-derived 3D knowl-
edge that reduces shape and spatial uncertainty in HOL. Three
sub-priors are distinguished. Shape retrieval priors select
topologically stable shape candidates from external 3D as-
set libraries by matching visual observations to assets us-
ing foundation-model embeddings. Shape reconstruction
priors supply the occluded and unseen geometry of objects
through single-image-to-3D or multi-view generative models
that either complete partial evidence or synthesize an initial
shape from scratch. Spatial reconstruction priors transfer
pretrained parameters or provide depth, camera parameters,
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Table 3: Representative foundation-model-prior methods for HOI. The tag before P identifies the sub-prior defined in Sec. 2.2;
P and A denote primary and auxiliary priors, respectively. The representation and operator columns describe P. Uncertainty
lists the HOI uncertainties mitigated by P: Sh = shape, Sp = spatial, Ph = physical, Se = semantic, and Dy = dynamic.

Method Status Task Foundation-model prior source Injected representation  Injection operator Unc.]
Primary family: Geometric priors (Sec. 3)
GeoHand [96] ACMMM R1: Hand-Object Pose G-Spa; P: MoGe-2 [97] spatial geometry tokens  token fusion Sp
2026 Estimation
EasyHOI [31] CVPR 2025 R2: Hand-Held Object G-Rec; P: InstantMesh [98]; A: reconstructed shape initialize Sh
Reconstruction LISA [99], SAM [12] (S-Gnd),
Affordance Diffusion [100]
(V-Img)
Follow My Hold [101] 3DV 2026 R2: Hand-Held Object G-Rec; P: Hunyuan3D [102]; A:  reconstructed shape regularize Sh
Reconstruction MoGe-2 [97]
HOSt3R [103] ICCv R2: Hand-Held Object G-Spa; P: DUSt3R [14] pretrained parameters; weight Sp
Workshop Reconstruction point maps initialization/fine-tuning
2025
ArtHOI [32] CVPR 2026 R3: Dynamic HOI G-Spa; P: Video Depth metric depth / camera scale alignment / registration Sp+Dy
Reconstruction Anything [104], parameters
UniDepth V2 [105]; A:
Hunyuan3D [102] (G-Rec),
SAM 2 [106],
Qwen-VL-Max [16]
GHOST [107] CVPR 2026 R3: Dynamic HOI G-Ret; P: OpenShape [15]; A: retrieved shape retrieve / align / regularize Sh
Reconstruction SAM 2 [106], InternVL [108]
HaWoR [109] CVPR 2025 R3: Dynamic HOI G-Spa; P: Metric3D [110] metric depth scale alignment Sp+Dy
Reconstruction
GraG [45] arXiv 2026 R3: Dynamic HOI G-Rec; P: SAM 3D [111], reconstructed shape initialize / regularize Sh+Dy
Reconstruction MV-SAM3D [112]; A:
SAM 3 [113], Depth
Anything 3 [114]
Primary family: Semantic priors (Sec. 4)
HandOS [115] CVPR 2025 R1: Hand-Object Pose S-Gnd; P: Grounding region-aligned region conditioning Se+Sp
Estimation DINO 1.5 [7] representation
CHOIR [116] arXiv 2026 R3: Dynamic HOI S-Gnd; P: SAM 2 [106], Amodal modal / amodal masks region conditioning Se+Dy
Reconstruction Video Segmenter [117]; A:
SAM 3D [111] (G-Rec),
MoGe-2 [97] (G-Spa)
AffordGrasp [118] CVPR 2026 G1: Hand-Object Grasp ~ S-Lng; P: RoBERTa [119], interaction semantics condition / fuse Se
Synthesis Qwen?2 [120]
NL2Contact [121] ECCV 2024 G1: Hand-Object Grasp ~ S-Lng; P: ChatGPT [122], interaction semantics condition / fuse Ph
Synthesis BERT [123]
HOIGPT [124] CVPR 2025 G2: HOI Motion S-Lng; P: LLaMA-13B [125] interaction semantics condition / fuse Se
Generation
OpenHOI [126] NeurIPS 2025 G2: HOI Motion S-Lng; P: ShapeLLM [127] interaction semantics condition / fuse Se+Ph
Generation
Primary family: Visual priors (Sec. 5)
HOPFormer [57] ECCV 2026 R1: Hand-Object Pose V-Rep; P: DINOv2 [17] visual feature tokens token fusion Sp
Estimation
ForeHOI [128] CVPR 2026 R2: Hand-Held Object V-Rep; P: DINOvV2 [17] visual feature tokens token fusion Sh
Reconstruction
MagicHOI [129] ICCV 2025 R2: Hand-Held Object V-Img; P: Zero-1-to-3 [130] denoising score estimates score-guided regularization Sh
Reconstruction
BIGS [131] CVPR 2025 R3: Dynamic HOI V-Img; P: Stable Diffusion [18]  denoising score score-guided regularization; Sh+Dy
Reconstruction estimates; generative ControlNet conditioning
latent features
DreamHand [132] arXiv 2026 R3: Dynamic HOI V-Vid; P: Wan [133] generative latent features weight Dy
Reconstruction initialization/fine-tuning
HUG [134] arXiv 2026 G1: Hand-Object Grasp ~ V-Rep; P: DINOv2 [17] visual feature tokens token fusion Se+Sp
Synthesis
SIGHT [135] arXiv 2025 G2: HOI Motion V-Img; P: Stable Diffusion [18];  denoising score estimates score-guided guidance Dy
Generation A: CLIP[21]
SViMo [91] NeurIPS 2025  G3: HOI Image/Video V-Vid; P: CogVideoX-5B [19]; A: pretrained parameters; weight Dy
Generation Google T5 [136] generative latent features initialization/fine-tuning;
adapter conditioning
Re-HOLD [137] CVPR 2025 G3: HOI Image/Video V-Img; P: Stable Diffusion [18];  pretrained parameters; weight Dy
Generation A: LISA [99] generative latent features  initialization/fine-tuning;
ControlNet conditioning
Affordance CVPR 2023 G3: HOI Image/Video V-Img; P: GLIDE [138], Latent  pretrained parameters; weight Se+Sh

Diffusion [100]

Generation

Diffusion [18]

generative latent features

initialization/fine-tuning
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point maps, cross-view correspondences, and spatial feature
tokens from pretrained spatial reconstruction models.

Fig. 4 summarizes the corresponding injection mecha-
nisms. Retrieved shapes are used through retrieval, align-
ment, and geometric regularization, while reconstructed
shapes initialize or regularize the HOI solution. Spatial
reconstruction priors either initialize and fine-tune model
parameters or provide spatial geometry evidence for scale
alignment, registration, and token fusion.

3.2 Shape Retrieval Priors

Shape retrieval priors select candidate object shapes from
external 3D asset libraries by matching visual or language
evidence to asset representations using foundation-model
embeddings. In the methods surveyed here, InternVL [108]
identifies the manipulated object, while OpenShape [15]
retrieves its 3D hypothesis from Objaverse [20].

3.2.1 Dynamic HOI Reconstruction via Shape Retrieval

Shape retrieval remains sparsely explored as the primary
foundation-model prior for HOI. The representative exam-
ple is GHOST [107], in which InternVL [108] identifies the
manipulated object and OpenShape [15] retrieves a corre-
sponding asset from Objaverse [20]. The retrieved geometry
is aligned with the video evidence and used to initialize and
regularize the subsequent Gaussian reconstruction.

3.2.2 Analysis and Discussion

This route has not yet formed a broad method cluster in
foundation-prior HOL. It requires a suitable asset to exist in
the library, reliable object identification under hand occlu-
sion, and robust geometric alignment across frames. These
requirements are difficult to satisfy for instance-specific,
articulated, deformable, or previously unseen objects. Con-
sequently, retrieval more often serves as an auxiliary initial-
ization or fallback hypothesis, whereas recent systems more
commonly reconstruct or generate object geometry directly
from the observations. When a suitable asset is available,
retrieval provides a topologically stable object hypothesis
that is easier to align and validate than a generated shape,
though it may still differ from the target in geometry, scale,
or articulation. Retrieval-based HOI reconstruction should
therefore report retrieval failures separately from pose-fitting
or contact-optimization errors and treat the retrieved asset
as a confidence-weighted proposal rather than a guaranteed
anchor.

3.3 Shape Reconstruction Priors

Shape reconstruction priors leverage general 3D recon-
struction and generation models to recover complete ob-
ject geometry from partial observations or synthesize an
initial shape for subsequent alignment. The methods sur-
veyed here use InstantMesh [98], Luma AI Genie [140],

Hunyuan3D [102], SAM 3D [111], and MV-SAM3D [112].
Their reconstructed shapes provide hypotheses for occluded
or unseen geometry but do not specify the true hand-object
contact state and therefore require validation against the HOI
observations.

3.3.1 Hand-Held Object Reconstruction via Shape Re-
construction

The primary application of shape reconstruction priors is
in hand-held object reconstruction, where the hand occludes
substantial portions of the object surface. Shape reconstruc-
tion methods use foundation-model-derived geometry to
initialize or regularize the HOI backbone, helping it infer
object surfaces that are missing from the visual observation.

EasyHOI [31] uses InstantMesh [98] to reconstruct a
complete object mesh prepared by its upstream grounding
and inpainting modules. This generated mesh initializes the
subsequent hand-object alignment and physical optimiza-
tion. MCC-HO [22] incorporates Retrieval-Augmented Re-
construction (RAR) as an internal component. RAR uses
a GPT-4V [141] object description to condition Luma Al
Genie [140], which generates a 3D object model. The re-
sulting mesh initializes object reconstruction and is sub-
sequently aligned across frames. Because the object hy-
pothesis is generated rather than selected from an external
asset library, MCC-HO is categorized primarily under shape
reconstruction. Jiang et al. [142] use ChatGPT [122] to de-
scribe the held object and Luma Al Genie [140] to generate
multiple textured mesh hypotheses. OpenShape [15] se-
lects the generated candidate most consistent with the video,
and DINOV2 [17] features align its rendered views with
each frame to initialize object poses before joint pose and
implicit-shape optimization. Follow My Hold [101] guides
a Hunyuan3D [102] latent shape sample at inference time.
HaMeR [62] supplies the hand mesh, while MoGe-2 [97]
supplies a partial point map and camera estimate. After these
cues are registered, normal, disparity, silhouette, keypoint,
intersection, and proximity losses jointly steer the diffusion
velocity field and hand-object transforms.

3.3.2 Dynamic HOI Reconstruction via Shape Recon-
struction

Shape reconstruction priors also serve video and 4D HOI
reconstruction, where they initialize object geometry that is
then tracked over time.

AGILE [143] uses Hunyuan3D [102] to reconstruct an
object mesh from selected multi-view observations, which
initializes the object representation used by its temporal op-
timization. CHOIR [116] uses SAM 3D [111] to reconstruct
a canonical object mesh with metric scale and an initial
6D pose before contact-aware 4D optimization. Grasp in
Gaussians (GraG) [45] uses MV-SAM3D [112] to recon-
struct canonical object geometry from selected keyframes,
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adapts SAM 3D [111] to estimate per-frame object pose
and scale while keeping the canonical shape fixed, and con-
verts the dense Gaussian asset into a lightweight Sum-of-
Gaussians representation for efficient tracking. In these
pipelines, foundation-model-derived object shapes initial-
ize the geometry used by subsequent pose estimation and
tracking.

3.3.3 Analysis and Discussion

Shape reconstruction priors are most useful when hand
occlusion hides interaction-critical object geometry. They
expand the hypothesis space beyond category-specific HOI
data, but reconstructed surfaces may hallucinate contact re-
gions that conflict with hand-object pose, articulation, or
physical feasibility. These priors are therefore best used
for proposal generation or initialization, followed by pose
fitting, contact and temporal verification, and physical plau-
sibility filtering. Evaluation should complement Chamfer
distance and F-score with contact correctness, penetration,
and downstream interaction stability.

3.4 Spatial Reconstruction Priors

Spatial reconstruction priors recover 3D structure and
camera geometry from input images or videos using pre-
trained spatial reconstruction models. They provide depth,
camera parameters, point maps, cross-view correspondences,
and camera trajectories, which can support the registra-
tion of hand-object states in a shared world coordinate
system. The methods surveyed here use DUSt3R [14],
VGGT [144], CUT3R [145], Metric3D [110], MoGe-2 [97],
Depth Anything 3 [114], Video Depth Anything [104], and
UniDepth V2 [105].

3.4.1 Hand-Held Object Reconstruction via Spatial Re-
construction Priors

HOSt3R [103] initializes a pairwise pointmap estimation
network with DUSt3R [14] pretrained weights and fine-tunes
it on synthetic hand-object data. Its estimated pointmaps
replace conventional SfM and keypoint matching when esti-
mating hand-object 3D transformations and reconstructing
the object from multiple views.

3.4.2 Hand-Object Pose Estimation via Spatial Recon-
struction

GeoHand [96] freezes the foundational monocular ge-
ometry estimator MoGe-2 [97] and adapts it to 3D hand re-
construction through a GeoAdapter with gated cross-modal
token fusion, showing that general spatial reconstruction
knowledge can improve hand pose estimation under chal-
lenging monocular observations. HGGT [146] builds on
VGGT [144] to jointly infer hand meshes and camera poses
from uncalibrated images. Spatial priors do not recover
complete hand-object states. However, their estimated hand

geometry and camera parameters provide spatial cues that
downstream HOI modules can use for object reconstruction,
contact estimation, and motion recovery.

3.4.3 Dynamic HOI Reconstruction via Spatial Recon-
struction

Spatial reconstruction priors are particularly valuable
for dynamic-camera settings, long-horizon sequences, and
world-space reconstruction, where conventional tracking and
StM methods are prone to drift or failure.

HaWoR [109] combines adaptive egocentric SLAM with
Metric3D [110]-based scale recovery for world-coordinate
dynamic hand-only reconstruction. EgoGrasp [147] com-
bines Depth Anything 3 [114] depth and camera estimates
with SAM 3D [111] object geometry for world-space ego-
centric HOI estimation. ArtHOI [32] injects metric depth
and camera cues from Video Depth Anything [104] and
UniDepth V2 [105], together with Hunyuan3D [102] object
geometry, into monocular 4D optimization of interactions
between hands and articulated objects. In GraG [45], Depth
Anything 3 [114] supplies point maps and camera estimates
that register the canonical object and its frame-wise mo-
tion. CHOIR [116] uses MoGe-2 [97] metric depth to es-
tablish the scale of its SAM 3D-derived object initialization.
Hand3R [148] combines a frozen HaMeR hand expert with
CUT?3R [145], using scene-aware visual prompting to fuse
hand features with local scene tokens for online metric-scale
hand-scene reconstruction from video.

3.4.4 Analysis and Discussion

Spatial reconstruction priors mainly address where the
hand, object, camera, and scene lie in 3D space. Dense point
maps, depth estimates, camera parameters, and cross-view
correspondences can substantially reduce monocular scale-
depth ambiguity, egocentric camera drift, and dynamic-view
reconstruction errors. Their strength is not object semantics
or interaction intent, but geometric stabilization: they pro-
vide a world-space scaffold on which HOI-specific modules
can estimate contact, object motion, and interaction state.
However, spatial reconstruction priors remain insufficient
when the task requires knowing which object part should
be used, whether apparent proximity corresponds to real
contact, or whether a reconstructed motion is physically ex-
ecutable. They should therefore be viewed as sources of
camera- and geometry-aware evidence for HOI pipelines,
rather than as complete HOI reasoning systems. Future eval-
uations should report camera-pose errors, depth or point-map
reconstruction quality, hand-object alignment, temporal drift,
and downstream contact or object-state consistency.
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Figure 5: Injection mechanisms of semantic priors for HOIL

4 Semantic Priors for HOI
4.1 Scope of Semantic Priors

This section focuses on identifying what the observed
regions represent, which functional parts are involved, and
what interaction intent they imply. Semantic priors inject
foundation-model-derived visual and language understand-
ing into HOI pipelines. We distinguish two complementary
sub-priors by their function in the HOI pipeline. Semantic
grounding priors convert open-vocabulary semantics, text
prompts, or spatial queries into localized visual evidence, in-
cluding boxes, masks, region-aligned representations, region
correspondences, and temporal region tracks. Language rea-
soning priors transform natural language, functional knowl-
edge, and interaction intent into constraints on grasp targets,
contact regions, motion stages, and task semantics. The
same VLM serves as a semantic grounding prior when used
for region localization and as a language reasoning prior
when used for interaction intent inference.

Fig. 5 distinguishes two semantic intervention mech-
anisms: semantic grounding injects region evidence, in-
cluding masks, boxes, and region-aligned representations,
through region conditioning, whereas language reasoning
injects affordance, intent, and contact cues as interaction
constraints or scores.

4.2 Semantic Grounding Priors

The semantic grounding methods surveyed here use
Grounding DINO [7] for text-prompted localization,
SAM [12], SAM 2 [106], and SAM 3 [113] for promptable
image and video segmentation, LISA [99] for reasoning-
based segmentation, and the Amodal Video Segmenter [117]
for recovering occluded object regions across video.

4.2.1 Hand-Object Pose Estimation via Semantic
Grounding

Semantic grounding can serve directly as the reconstruc-
tion backbone for pose estimation rather than producing an
external crop/mask. HandOS [115] queries a frozen Ground-
ing DINO 1.5 [7] with the text prompt “Hand” and adapts
its grounded detector features and instance queries through
a hand-specific one-stage decoder to predict 2D joints, 3D
hand vertices, and camera translation. ScaleHP [149] like-
wise uses a frozen Grounding DINO with the generic prompt
“Hand” to obtain multimodal features, localization queries,
and reference points. Its metric 2D-3D decoder couples
these outputs with 2D and 3D joint queries and a scale token,
after which a perspective-constrained least-squares module
recovers the global translation and metric hand pose in cam-
era coordinates.

4.2.2 Hand-Held Object Reconstruction via Semantic
Grounding

EasyHOI [31] uses the segmentation models LISA [99]
and SAM [12] to produce hand and object masks that define
the spatial scope for subsequent inpainting and 3D genera-
tion.

4.2.3 Dynamic HOI Reconstruction via Semantic
Grounding

In video and 4D HOI reconstruction, semantic ground-
ing provides object localization, mask propagation, and dy-
namic region association. ArtHOI [32] uses SAM 2 [106]
hand and object masks to localize the regions passed to its
4D optimizer. CHOIR [116] combines SAM 2 with the
diffusion-based Amodal Video Segmenter [117] to produce
temporally complete object masks for contact-aware opti-
mization. GraG [45] uses SAM 3 [113] concept ground-
ing to extract hand and object masks from the input video.
EgoGrasp [147] and AGILE [143] use SAM 2 masks to iso-
late the hand-object regions before applying their geometric
reconstruction modules. GHOST [107] uses SAM 2 to prop-
agate object masks across the interaction video before asset
retrieval and Gaussian reconstruction.

4.2.4 Analysis and Discussion

Semantic grounding priors are most effective as high-
recall observation extractors. They convert open-vocabulary
text or multimodal prompts into masks, boxes, part regions,
region tokens, or temporal tracks, thereby making hand-
object pipelines less dependent on closed-set detectors and
task-specific segmentation labels. This is particularly im-
portant for in-the-wild HOI, where the manipulated object,
functional part, or interaction region may not belong to a
predefined category. The main weakness is error propaga-
tion. A slightly inaccurate mask can mislead inpainting,
shape generation, asset retrieval, contact estimation, and 4D
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optimization; errors are especially severe around fingertips,
transparent objects, reflective surfaces, and heavily occluded
contact regions. Semantic grounding should therefore be
evaluated not only by detection or segmentation scores, but
also by its downstream effect on reconstruction, contact, and
generation quality.

4.3 Language Reasoning Priors

This prior type contains two distinct semantic mecha-
nisms. Reasoning-derived constraints use LLMs or MLLMs
to infer functional parts, contact intent, task stages, or af-
fordances. Language-aligned conditioning instead transfers
reusable text and vision embeddings or tokens into a grasp
or motion generator without requiring an explicit reason-
ing trace. Representative sources include GPT-4/40 [139],
LLaMA [125], Qwen [150], CLIP [21], and multimodal
models such as LLaVA [151], GPT-4V [141], and Qwen-
VL [16]. In both cases, a pretrained cross-domain model
is required to change the semantic condition, interaction
constraint, or generated output; text labels or task-trained
language encoders are insufficient.

4.3.1 Hand-Object Grasp Synthesis via Language Rea-
soning

Language reasoning priors inject functional semantics
into hand-object grasp synthesis, answering not only “can
this be grasped” but also “for what purpose.”

Text2Grasp [152] uses GPT-3 [153] and CLIP [21] to
convert task-level or personalized descriptions into part-
level grasp plans. SemGrasp [13] combines Vicuna [154],
GPT-4/4V [139, 141], and CLIP [21] to map natural-
language descriptions to discrete grasp representations.
Multi-GraspLLM [155] aligns object point-cloud features
with a Vicuna-based language backbone [154] and autore-
gressively predicts grasp tokens for multiple robotic hands.
NL2Contact [121] converts ChatGPT-generated contact de-
scriptions [122] into BERT embeddings [123] that condition
hand-object contact-map generation. AffordGrasp [118]
combines RoBERTa [119] and Qwen?2 [120] conditioning
with affordance-aware diffusion to constrain human grasp
synthesis. G-DexGrasp [156] uses GPT-40 [157] to infer
the affordance type and contact part specified by a task
instruction, and GLIP [158] to localize that part on the
object. The resulting contact-part evidence and retrieved
pose-contact distributions guide MANO-based grasp gen-
eration and refinement for unseen object categories. Af-
fordDexGrasp [159] uses GPT-40 [157] to extract intention,
object-part, and grasp-direction cues that condition open-set
dexterous grasp synthesis.

4.3.2 HOI Motion Generation via Language Reasoning

Semantic priors also condition HOI motion generation,
where language specifies manipulation goals, phase structure,

interaction semantics, and the intended correspondence be-
tween text and motion. Here, explicit LLM/VLM reasoning
and pretrained language-aligned conditioning are reported
separately rather than treated as the same operation.

One group injects pretrained language-aligned embed-
dings into task-specific motion generators. Text2HOI [88]
uses CLIP [21] text features to condition its 3D HOI mo-
tion generator, while an auxiliary contact module predicts
hand-object surface-contact probabilities. DiffH20 [160]
feeds a CLIP text embedding, together with an object-shape
representation, to diffusion denoisers for grasping and manip-
ulation motion. The semantic prior therefore enters through
denoiser conditioning. JointHOI [161] combines a CLIP
text embedding with PointNet object features and converts
them into prefix condition tokens for a Transformer denoiser
that jointly generates bimanual motion, object motion, and
dynamic contact maps. StructBiHOI [162] combines CLIP
text embeddings with object features to condition its Mamba-
based diffusion denoiser for long-horizon bimanual motion.

A second group adapts pretrained language models to
represent interaction sequences or produce explicit inter-
mediate constraints. HOIGPT [124] first encodes hand
and object motion as factorized VQ-VAE tokens, then
adapts LLaMA-13B [125] to autoregress over mixed text
and HOI tokens. The language-model prior thus enters
at the sequence-generation stage. OpenHOI [126] initial-
izes its 3D multimodal LLM from ShapelLLM [127] and
fine-tunes it to predict spatial affordance maps and seman-
tic task decompositions, which condition its downstream
affordance-driven diffusion and physical refinement modules.
SynHLMA [163] adapts a pretrained Vicuna-7B model [154]
and aligns language embeddings with discrete manipulation
tokens in a shared autoregressive sequence before decoding
interactions with articulated objects. TOUCH [164] uses
Qwen-7B [150] to transform text into hierarchical coarse-to-
fine conditions that enter its controllable HOI generator and
explicit contact-map prediction branch. MEgoHand [165]
uses Eagle-2 [166] to encode the task instruction and ego-
centric RGB context, and UniDepth V2 [105] to add metric
spatial cues. Cross-modal attention fuses the resulting se-
mantic and depth representations before a task-trained DiT
flow-matching decoder generates fine-grained hand-object
trajectories. Across these methods, general-purpose pre-
trained language models provide sequence-level guidance
or intermediate affordance, task, and contact representations
for HOI generation.

4.3.3 Analysis and Discussion

Language reasoning priors reduce semantic uncertainty
by translating task descriptions, object affordances, func-
tional knowledge, and intent into grasp targets, contact re-
gions, motion stages, or interaction constraints. Their value
lies in distinguishing visually similar but functionally differ-
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ent interactions, such as holding, passing, opening, pressing,
or turning the same object. Nevertheless, semantic plausibil-
ity does not imply geometric or physical validity. A language
model may correctly infer that a mug should be grasped by
the handle, but it cannot by itself determine collision-free
finger placement, stable force closure, frictional feasibility,
or dynamically valid object motion. Language reasoning
should therefore be grounded into spatial regions, contact
candidates, trajectories, or simulator/robot validation loops.
Future work should explicitly evaluate whether language
priors improve functional contact and task success, rather
than only improving text-output alignment or qualitative
interpretability. ContactPrompt [167] and the affordance-
guided diffusion prior of Suzuki et al. [168] further show
that MLLM/VLM reasoning can produce contact-only or
hand-only auxiliary signals for modular HOI systems.

5 Visual Priors for HOI
5.1 Scope of Visual Priors

This section surveys transferable visual knowledge from
general-purpose pretrained models, where visual representa-
tion priors provide general image features or tokens, image
generation priors model single-frame appearance and lay-
out, and video generation priors additionally model temporal
appearance, identity persistence, and interaction evolution.

Fig. 6 summarizes three recurring injection paths for vi-
sual priors. General-purpose visual encoders provide fea-
ture tokens fused with HOI-specific representations; pre-
trained image and video generators contribute parameters
or latent features through weight initialization, task-specific
fine-tuning, and adapter- or ControlNet-based conditioning,
and their denoising score estimates can regularize weakly
observed HOI variables during optimization. In action-
conditioned world models, predicted observations are ad-
ditionally fed back as input for interactive rollout.

5.2 Visual Representation Priors

Visual representation priors transfer general-purpose im-
age features or tokens into an HOI model rather than produc-
ing masks, 3D geometry, or generated images. DINOv2 [17]
is the principal source in this group. Its visual features are
combined with hand, object, or point-cloud representations
through token fusion, which can be implemented using cross-
attention.

5.2.1 Hand-Object Pose Estimation via Visual Repre-
sentation Priors

HOPFormer [57] extracts object and scene tokens with
DINOV2 ViT-G [17] and fuses them through cross-attention
with pose-specialized WiLoR hand tokens [63]. The fused
representation supports joint estimation of two MANO hands
and the 6D or articulated pose of the manipulated object.

Visual Priors

Prior Source Injected Representation Injection Operator

Pretrained Visual Feature Token Fusion
Visual Encoder Tokens oken Fusio

Weight Initialization
/ Fine-Tuning

Pretrained
Parameters

Generative Adapter / ControlNet
Latent Features Conditioning

Denoising Score Score-Guided
Estimates Regularization

Video Generative
Foundation Model

[Pretrained Image /

Figure 6: Injection mechanisms of visual priors for HOL.

5.2.2 Hand-Held Object Reconstruction via Visual Rep-
resentation Priors

HORT [169] transfers DINOv2 [17] visual tokens into
hand-held object reconstruction, fusing them with hand ge-
ometry before predicting a coarse-to-fine object point cloud
and its hand-relative pose. ForeHOI [128] aggregates DI-
NOV2 patch features across an interaction video and com-
bines them with hand features to reconstruct the occluded
object through feed-forward mask completion and 3D shape
prediction. MCC-HO [22] uses DINOV2 features as an aux-
iliary visual prior for aligning its generated object geometry
across frames. Jiang et al. [142] use DINOv2 features to
align rendered views of the selected generated mesh with
video frames during object-pose initialization.

5.2.3 Hand-Object Grasp Synthesis via Visual Repre-
sentation Priors

Visual representation priors for grasp synthesis remain
sparse. The representative example is Human Universal
Grasping (HUG) [134], which freezes DINOv2 [17] image
features, fuses them with metric point-cloud tokens, and
generates open-world human grasps from RGB-D inputs and
a query point. The resulting MANO grasps can subsequently
be retargeted across robot hands.

5.2.4 Analysis and Discussion

The main value of this route is open-category robustness.
DINOV2 [17] features come from large-scale image pretrain-
ing, so they remain informative for object categories that
HOI training sets rarely cover and degrade gracefully un-
der hand occlusion. Across tasks, these features enter HOI
models in two ways: they are fused through cross-attention
with task-specific representations, such as pose-specialized
hand tokens, hand geometry, and metric point-cloud tokens,
or register generated and retrieved object geometry to video
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observations. However, appearance features carry no met-
ric scale, articulation, or contact information, so they aid
recognition and alignment but cannot resolve 3D structure
or physical validity, and ambiguous appearance, such as
textureless or transparent objects, can mislead the fusion
stage. Evaluation should therefore emphasize unseen object
categories rather than benchmark-only splits, together with
the downstream effect on pose, reconstruction, and contact
quality.

5.3 Image Generation Priors

The image generation methods surveyed here draw on
GLIDE [138], Stable Diffusion [18], SDXL [170], and Zero-
1-to-3 [130] as pretrained diffusion backbones for image
synthesis and novel-view generation. ControlNet [171] is
also involved but used in a different role: it adds spatial
conditioning to these backbones rather than serving as an
independent foundation model.

Image generation also appears as an auxiliary prior in
geometric-primary pipelines. EasyHOI [3 1] uses Affordance
Diffusion [100] to reconstruct the object appearance hidden
by the hand before InstantMesh produces the object mesh
used by its geometric reconstruction stage.

5.3.1 Hand-Held Object Reconstruction via Image Gen-
eration Priors

MagicHOI [129] uses a frozen Zero-1-to-3 [130] model
to provide novel-view denoising guidance during joint
hand-object reconstruction from short monocular videos.
The resulting denoising score estimates regularize object
geometry that is weakly observed from the input views.
Diffusion-Guided Reconstruction [172] initializes an image-
conditioned diffusion backbone from GLIDE [138], adapts
it to hand-conditioned geometric renderings, and uses the
resulting denoising score estimates to regularize complete
object-shape optimization for each interaction clip. In both
methods, the transferred prior constrains reconstruction
through denoising score estimates rather than supplying a
reconstructed shape from a 3D foundation model.

5.3.2 Dynamic HOI Reconstruction via Image Genera-
tion Priors

Image generation priors for dynamic HOI reconstruction
remain sparse. The representative example is BIGS [131],
which uses denoising score estimates from Stable Diffu-
sion [18] to regularize the hand-occluded regions of time-
varying object Gaussians. ControlNet [171] supplies spatial
conditioning during this optimization. This route must con-
strain weakly observed geometry while preserving object
appearance and temporal consistency across the interaction
sequence, which makes the direct use of image-generation
priors in dynamic reconstruction uncommon.

5.3.3 HOI Image/Video Generation via Image Genera-
tion Priors

HOIDiffusion [49] adapts Stable Diffusion [18] with
CLIP [21], ChatGPT [122], and LLaVA [151] conditions to
generate 3D hand-object interaction data, demonstrating that
image priors can synthesize training data for HOI reconstruc-
tion. Affordance Diffusion [100] initializes its LayoutNet
from GLIDE [138] to sample plausible hand-object con-
tact layouts, then fine-tunes a large-scale pretrained latent-
diffusion inpainting model [18] as ContentNet to render
hand-object images conditioned on the object and sampled
layout. Single-view to Novel-view Generation [173] ini-
tializes its novel-view diffusion backbone from Zero123-
XL [174], a scaled variant of Zero-1-to-3 [130] trained
on Objaverse-XL, and injects hand depth and skeleton
cues through a ControlNet-style conditioning branch [171].
Prompt-Propose-Verify [175] uses GPT-4 [139] to enrich
interaction prompts and DreamBooth-adapted SDXL pro-
posers [176, 170] to construct an HOI image-text dataset,
then fine-tunes SDXL for HOI image generation.

Beyond synthesizing complete interaction data, these pri-
ors also support hand-centric image generation and edit-
ing. Hand1000 [177] fine-tunes Stable Diffusion [18] with
gesture-aware text embeddings for controllable hand-image
generation. RHanDS [178] initializes its VAE and denoising
U-Net from Stable Diffusion Inpainting v1.5 [18] and its
structure encoder from a pretrained depth ControlNet [171]
to repair malformed hands while preserving image style. At-
tentionHand [179] adapts Stable Diffusion [18] with text and
rendered mesh conditions to generate training images for
hand reconstruction.

5.3.4 HOI Motion Generation via Image Generation
Priors

SIGHT [135] extends Stable Diffusion [18] with
CLIP [21] conditioning to generate 3D hand-object trajecto-
ries via inference-time diffusion guidance.

5.3.5 Analysis and Discussion

Image generation priors broaden the distributions of ap-
pearance, object category, background, and hand-object lay-
out, but image fidelity does not ensure valid anatomy, contact,
occlusion, or grasp function. Their value should therefore
be assessed with interaction-aware criteria and downstream
gains in pose estimation, contact prediction, grasp synthesis,
or open-world generalization.

5.4 Video Generation Priors

The video generation methods surveyed here use Dy-
namiCrafter [180], CogVideoX [19], and Wan [133], with
FLUX.1 [181] providing image-prior appearance initializa-
tion and inpainting conditions within these video pipelines,
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to transfer temporal appearance, object identity, and inter-
action dynamics into HOI tasks with or without interactive
rollout.

5.4.1 Dynamic HOI Reconstruction via Video Genera-
tion Priors

DreamHand [132] repurposes Wan [133] to recover
occlusion-robust 3D hand motion from egocentric videos,
showing that video generation priors can support structured
reconstruction when combined with geometric constraints.

5.4.2 HOI Image/Video Generation via Video Genera-
tion Priors

Video generation priors have enabled a rapid expansion of
HOI video generation, editing, and reenactment capabilities.

Re-HOLD [137] initializes its denoising and reference
branches from Stable Diffusion v1.5 [18] and adds layout
conditioning through a ControlNet-style branch [171] for
HOI video reenactment. TASTE-Rob [182] fine-tunes Dy-
namiCrafter [180] on task-oriented HOI videos to synthesize
manipulation sequences with task-aligned hand-object dy-
namics. SViMo [91] adapts CogVideoX-5B [19] with TS
text features [136] to jointly generate HOI videos and ex-
plicit 3D interaction sequences, feeding generated motion
back into the diffusion process to improve video and motion
consistency. iDiT-HOI [183] combines a Wan-14B image-
to-video prior [133] with FLUX.1-dev [181] inpainting con-
ditions for two-stage HOI reenactment. Yan et al. [184]
adapt CogVideoX-12V-5B [19] and Wan2.1-12V-14B [133]
with structure- and contact-aware conditioning for open-
world HOI video generation. HVG-3D [185] freezes a
pretrained CogVideoX-5B-12V backbone [19] and injects
3D point-cloud and tracking cues through a trainable 3D
ControlNet with zero-initialized layers, enabling geometri-
cally controlled HOI video synthesis. PAM [186] initializes
its appearance and motion stages from FLUX.1 [181] and
CogVideoX [19] and injects rendered depth, instance masks,
and hand keypoints through ControlNet branches [171] for
sim-to-real HOI video generation.

5.4.3 From HOI Video Generation to HOI World Mod-
els

A more recent line extends HOI video generation to
action-conditioned interactive synthesis. Given the current
observation and an action signal, these models predict future
HOI frames without requiring the future object trajectory
as an input. EgoHOI [187] fine-tunes Wan 2.1-14B [133]
with physics-informed 3D geometry and kinematic embed-
dings to predict egocentric HOI rollouts from a first frame
and action signals. Hand2World [188] adapts Wan2.1-1.3B-
Control [133] with a camera adapter and hand-gesture condi-
tioning for autoregressive egocentric interaction rollout. Gen-
erated Reality [189] conditions Wan2.2 [133] on joint hand

and camera control to generate longer human-centric interac-
tive videos. Dexterous World Models [190] initializes from
CogVideoX-Fun, an inpainting variant of CogVideoX [19],
and conditions the model on egocentric scene renderings
and rendered hand-mesh motion. HandsOnWorld [191] fine-
tunes Wan [133] with protagonist-only 3D hand trajectories
and a Pliicker Hand Map, disentangling camera ego-motion
from hand control in everyday interaction videos.

WhO [192] fine-tunes Wan-I2V-A14B [133] with lan-
guage, object, and scene conditions to synthesize large-scale
egocentric hand-object manipulation videos. It then extracts
hand motion and applies visual editing to turn the generated
videos into supervision for robot policy training.

5.4.4 Analysis and Discussion

Video generation priors model temporal appearance and
identity across interaction phases, supporting augmentation,
reenactment, planning, and interactive rollout. Beyond in-
teractive synthesis, they can also act as scalable HOI data
generators rather than direct interactive simulators, as in
WhO. This data-generation role differs from the generation
in embodied transfer (Sec. 6), where HOI reconstruction or
generation models produce task-aligned interaction outputs
that directly serve robot learning; here, a general-purpose
video prior supplies visual HOI data, and its conversion into
robot supervision is a subsequent application. Temporal
coherence, however, does not guarantee causal or physical
validity: contact drift, implausible object motion, incon-
sistent articulation, and depth-ordering errors may persist.
Evaluation should therefore complement video-quality met-
rics with contact persistence, object-state transition accuracy,
occlusion consistency, and reconstruction or robot-execution
performance.

6 HOI-Derived Embodied Transfer
6.1 Scope of Embodied Transfer

This section examines how HOI evidence and outputs
from HOI reconstruction or generation support robot learn-
ing. Here, HOI evidence refers to interaction signals present
in raw hand-object video and usable without explicit 3D re-
covery, such as hand-object motion, contact, and object-state
changes. Outputs are the structured variables that HOI re-
construction or generation produces from this evidence, such
as hand and object trajectories, contact maps, and generated
interaction videos. Either form may directly supervise a
robot policy, be adapted across embodiments, or be encoded
as latent actions inferred from visual changes, where em-
bodiment mapping aligns human-derived signals with robot
morphology or action spaces. We include methods in which
this knowledge supplies video-level supervision, explicit
HOI variables, or interaction guidance that conditions robot
decision-making.
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Figure 7: Five routes by which HOI evidence becomes robot-
learning supervision, target-skill guidance, or reusable robot
training data.

Fig. 7 organizes five routes: video-based and struc-
tured human-data pretraining, demonstration retargeting and
interaction-guided transfer for target skills, and HOI-to-robot
data engines that produce reusable robot-aligned training
data.

6.2 Human-Data Pretraining

6.2.1 Video-Based Pretraining

Video-based pretraining is the least structured transfer
route considered here. It does not require explicit reconstruc-
tion of hands, objects, or contact. Instead, manipulation-
centric human videos provide visual state transitions from
which a policy learns latent actions, image goals, or motion
tokens. When clips visibly capture hand approach, contact,
object response, and release, these representations provide
weak HOI evidence alignable with robot actions. LAPA [23]
learns latent actions from unlabeled video transitions and de-
codes them into robot actions during downstream adaptation.
Moto [193] uses latent motion tokens as a bridge between
video prediction and control. Video Prediction Policy [194]
pretrains predictive visual representations on human manip-
ulation videos through video prediction, then transfers these
learned dynamics to generalist robot policies. IGOR [195]
studies image-goal representations, while In-N-On [196] and
Emergence of Human to Robot Transfer [197] study transfer
from human video to robot policies.

When robot data, action vocabularies, or embodiment-
specific adapters are available, human-video pretraining is

explicitly aligned with robot action spaces. CLAP [198]
aligns human-video transitions with a robot proprioceptive
action codebook. UniVLA [199] learns task-centric latent
actions and adapts them across robot embodiments, and
villa-X [200] improves latent-action modeling and its inte-
gration into VLA pretraining. Large video-pretrained robot
models provide additional evidence: GR-1 [201] and GR-
2 [202] transfer video-learned visual dynamics into policy
fine-tuning; GROOT N1 [203] turns action-less manipulation
video into policy supervision via latent actions or inverse dy-
namics; Motus [204] derives pixel-level latent actions; and
EgoScale [205] scales egocentric pretraining before human-
robot mid-training.

Across these video-pretraining methods, scale improves
coverage, but latent compression can discard fingertip con-
tact, object 6D state, and causal physical effects. Their trans-
fer should therefore be evaluated by robot-data efficiency and
generalization to held-out tasks, objects, and embodiments.

6.2.2 Structured HOI Supervision

Video pretraining usually learns implicit representations
of visual and temporal changes rather than explicit hand-
object variables. Structured HOI supervision makes these
variables available as hand and wrist motion, 3D hand-object
states, contact and affordance cues, frame-aligned action
chunks, and 6DoF object trajectories, providing a direct
interface between HOI analysis and human-data pretraining.

One group uses these variables directly as pretraining su-
pervision. Being-HO [206] constructs part-level hand motion
tokens with 3D physical alignment. VITRA [207] converts
human video into frame-aligned 3D hand motion and action
chunks. EgoScaler [208] extracts 6DoF object trajectories
from egocentric videos and automatically refines noisy or
incomplete trajectories, making interaction signals explicit.

Other methods combine structured HOI variables with
robot-side alignment or policy training. EgoVLA [24] de-
rives wrist and hand action targets from egocentric HOI
video and maps them to robot actions via inverse kinemat-
ics and retargeting. H-RDT [209] uses 3D hand pose as
privileged supervision before cross-embodiment fine-tuning.
UniHM [210] uses language-conditioned HOI states and ac-
tions for cross-hand and cross-task transfer. These mappings
are more interpretable than latent video tokens.

6.3 Human-to-Robot Skill Transfer

6.3.1 Demonstration Alignment and Retargeting

This route converts a human demonstration into a robot-
aligned action sequence for a target skill. Unlike broad
human-data pretraining, this route uses an intermediate HOI
state that is reconstructed, inferred, or edited, such as a
grasp, a hand-object trajectory, an object-state change, or a
robotized visual observation, and explicitly aligns it across
embodiments.
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DexMYV [25] and Web2Grasp [211] use kinematic retar-
geting to convert inferred human demonstrations or func-
tional grasps into dexterous-robot supervision. HUG [134]
synthesizes MANO grasps from frozen DINOv2 [17] fea-
tures and metric point-cloud tokens and retargets them to dif-
ferent robot hands without per-embodiment training. Grasp-
Dreamer [212] uses Veo 3.1, Kling Video 2.1, or Gemini 2.5
Image to synthesize functional grasp demonstrations and
optimizes the recovered hand trajectories for robot execu-
tion. ManipTrans [213] learns residual transfer from hu-
man bimanual motion to robotized demonstrations, whereas
DexMachina [214] preserves task function through object-
state-centric retargeting. CHORD [215] instead aligns hu-
man and robot executions in object-centric contact-wrench
space, using the induced force-torque effect as guidance for
reinforcement learning. EgoMimic [216] jointly trains on
human and robot demonstrations after 3D hand tracking,
action normalization, and visual masking, avoiding a sepa-
rate retargeting stage, while DexUMI [217] maps wearable
human-hand motion to robot hands. Object-Centric Dexter-
ous Manipulation [218] couples a wrist-trajectory generator
trained on human hand mocap with a reinforcement-learned
finger controller to recover object-centric skills despite the
embodiment gap. VideoManip [219] reconstructs 3D hand-
object trajectories from monocular RGB video and retargets
them with contact optimization, training dexterous policies
without wearable devices.

Instead of kinematic retargeting, some methods construct
the demonstration itself from reconstructed or edited HOI
states. DexImit [220] reconstructs bimanual demonstrations
from monocular human video; Masquerade [221] edits hu-
man observations into robotized visual demonstrations; and
YOTO [222] extracts interaction states and keyframe trajec-
tories from one human demonstration before expanding them
into robot training data. Across these variants, skill-transfer
quality should consider both cross-embodiment mapping
fidelity and downstream task outcomes such as the intended
object-state change; joint-angle similarity alone is insuffi-
cient.

6.3.2 Interaction-Guided Robot Manipulation

Interaction-guided manipulation does not require frame-
by-frame human-to-robot alignment. It transfers an
embodiment-agnostic interaction description, such as an af-
fordance, a contact target, a visual trajectory, or a generated
manipulation video, that conditions robot decision-making.

Several methods condition decision-making on affor-
dances or trajectories inferred from HOI video. GAT-
Grasp [223] infers affordances from HOI videos and trans-
fers the resulting grasp targets to a robot grasping policy.
ATM [224] predicts future trajectories for arbitrary points
in a video, then supplies those point trajectories as con-
trol guidance to a visuomotor policy, reducing the need

for action-labeled demonstrations. VidBot [225] recovers
metric-scale 3D hand trajectories from in-the-wild videos
via monocular depth and structure-from-motion, then learns
language-conditioned 3D affordances that guide manipula-
tion across embodiments. FlowHOI [226] generates seman-
tically aligned hand-object motion and uses the generated
motion as guidance for dexterous manipulation.

Flow-based transfer methods make the intermediate ob-
ject motion more explicit. Im2Flow2Act [227] extracts ob-
ject points from human demonstration videos, predicts their
future trajectories, and uses the resulting object flow as the
interface for generating robot actions. 3DFlowAction [228]
learns a language-conditioned 3D-flow world model from hu-
man and robot manipulation data, predicts future object flow,
and uses that prediction to constrain closed-loop robot action
optimization. NovaFlow [229] and Dream2Flow [230] simi-
larly distill generated videos into 3D object flow or motion,
which is converted into grasp proposals, trajectory optimiza-
tion, or low-level robot commands for rigid and deformable
objects.

Point-track methods use a related interface without re-
quiring a dense object-flow field. 3PoinTr [231] predicts
embodiment-agnostic 3D point tracks from casual human
videos, compresses them into point-track tokens, and trains
a robot policy to follow these tokens with a small amount of
robot action data. Dex4D [232] obtains object-centric point
tracks from a human video or a generated point forecast,
trains a point-to-action policy in simulation, and executes it
with a real-time tracker for closed-loop sim-to-real manipu-
lation.

A separate route uses generated visual interaction plans.
Gen2Act [233] directly uses the pretrained VideoPoet
model [234] to generate a language-conditioned human ma-
nipulation video, then feeds that video to a robot policy as a
visual task plan. TASTE-Rob [182] (cf. Sec. 5.4) refines its
generated hand-object motion and uses the resulting videos
as demonstrations for imitation learning.

6.4 HOI-to-Robot Data Engines

The methods above either pretrain policies from human
HOI evidence or transfer that evidence into a single target
skill. A complementary line converts real human HOI evi-
dence into reusable cross-embodiment datasets, robotized
videos, or executable demonstrations for training robot poli-
cies across different learning algorithms. Recent systems
also study the data-acquisition side of embodied transfer.
ACE-Data-0 [235] introduces an ambient capture engine
that synchronizes egocentric and exocentric video, body and
hand motion, object geometry and 6-DoF trajectories, audio,
and tactile signals in home environments, with a hierarchical
benchmark connecting sensory signals to HOL.

Beyond data capture, other systems convert the
recorded HOI evidence into robot-side training data.
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RoboWheel [236] converts monocular human HOI videos
into robot data through trajectory reconstruction and cross-
embodiment retargeting. EgoEngine [26] produces dexter-
ous robot demonstrations, while Ego2Robot [237] empha-
sizes scalable action and visual alignment across robot mor-
phologies. HandEdit [238] benchmarks human-to-robot vi-
sual editing across 26 embodiments. RoboEdit [239] turns
human videos into robot experience through video editing.
Do as I Do [240] reconstructs hand-object trajectories and
retargets them for robot manipulation. Egolnfinity [241]
scales to web-scale HOI evidence with any-view retarget-
ing. Human2Robot [242] translates human manipulation
into robot-aligned visual demonstrations. TraceGen [243]
converts videos into 3D trace-space supervision. H2R-
Grounder [244] translates human videos into physically
grounded robot videos. Qwen-RobotManip [245] retargets
hand trajectories for cross-platform robot demonstrations.

These engines differ in the robot-side data they produce,
including state-action trajectories, paired demonstrations,
and robotized videos, but share the challenge of preserving
task-relevant HOI state while bridging visual, kinematic,
and physical embodiment gaps. Evaluation should sepa-
rate HOI reconstruction fidelity, visual realism, action ex-
ecutability, cross-embodiment coverage, and downstream
data efficiency.

7 Datasets and Evaluation Protocols

We survey benchmark datasets, pretraining sources, and
evaluation protocols used across the HOI task taxonomy and
embodied transfer, summarize the metric families commonly
reported for each task and their blind spots, and reuse the
abbreviations R1-R3, G1-G3, and ET introduced in Sec. 2.1.

7.1 Datasets and Pretraining Sources

Table 4 presents two parallel groups: task-level HOI
benchmarks used to evaluate reconstruction and generation
methods and large-scale human-centric data sources used in
model development and embodied transfer.

For the large-scale sources, the “Use” column distin-
guishes video-model pretraining from human-data policy
pretraining. The former learns general visual and temporal
representations from human-centric videos, whereas the lat-
ter uses human interaction data to pretrain robot policies or
action representations. These labels describe data use only;
method-level classification follows Sec. 6.

7.2 Metric Families and Their Blind Spots

7.2.1 Geometry Metrics

Joint and vertex errors such as MPJPE and MPVPE re-
quire paired 3D ground truth and measure hand-pose or
mesh accuracy in the evaluation coordinate frame. Their
Procrustes-aligned variants, PA-MPJPE and PA-MPVPE,

first align prediction and ground truth through a similar-
ity transformation that removes global translation, rotation,
and scale, emphasizing articulated pose/shape agreement
while concealing errors in absolute position, orientation,
and metric scale [289]. Object metrics have distinct data
requirements: rotation and translation errors require ground-
truth object pose; ADD and ADD-S additionally require
object model points; and surface metrics such as Cham-
fer distance, F-score, and IoU require ground-truth surface
or occupancy geometry, but not necessarily a posed CAD
model [290, 291, 292]. These metrics quantify geometric
agreement, but lower error does not establish correct contact,
graspability, or functional interaction.

7.2.2 Visual and Motion Metrics

FID and FVD compare unpaired image and video dis-
tributions, respectively, whereas PSNR, SSIM, and LPIPS
require paired references and are better suited to reconstruc-
tion, editing, or reenactment [293, 294, 295, 296]. Motion
and trajectory errors also require paired sequences, while
diversity and coverage characterize the spread of generated
samples rather than their correctness. For conditional gener-
ation, a condition-adherence rate measures whether outputs
satisfy the requested text, pose, contact, or motion condition,
but does not establish geometric/physical validity. None
of these measures verifies hand anatomy, 3D consistency,
contact persistence, task completion, or physical dynamics.

7.2.3 Contact and Physical Metrics

Contact precision, recall, F1, IoU, and distance require
contact annotations or registered hand-object surfaces and
measure spatial overlap between predicted and ground-truth
contact regions [2, 82]. Penetration, simulation displace-
ment, and force-closure measures instead test complemen-
tary aspects of physical plausibility but depend strongly on
mesh quality, friction, contact modeling, and simulators.
High contact prediction accuracy does not guarantee force
closure, execution stability, or functional correctness, and
a favorable physical score does not by itself establish func-
tional task success.

Embodied-transfer evaluation spans two complementary
levels. Retargeting error measures the fidelity of mapping
a human-derived grasp or trajectory to a robot embodi-
ment, whereas task success rate and object-state success test
whether the transferred signal supports the intended robot
behavior. Mapping accuracy is therefore informative but
should not be conflated with downstream task performance.
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Table 4: Benchmark datasets and pretraining sources used in HOI research. Panel A summarizes released observations, camera
view, acquisition setting, ground-truth (GT) annotations, and use; Panel B summarizes supervision and use for large-scale

pretraining corpora. Observation denotes raw sensor streams or released input assets rather than 3D annotations. View — ego:
first-person; exo: external third-person; multi-view: synchronized camera rig; object: object-centric; N/A: no camera view.

Setting — controlled, in-the-wild, synthetic, web, or mixed. “—" indicates unavailable annotations.

A. Benchmark datasets

Dataset Year Observation View Setting Hand GT Object GT HOIGT Task

Dexter+Object [246] 2016 RGB-D exo controlled fingertips cuboid corners - RI,R3

EgoDexter [247] 2017 RGB-D ego in-the-wild fingertips - - R1, R3 (hand-only)

FPHA [248] 2018 RGB-D ego controlled 3D joints 6D pose (subset)  action R1,R3,ET

FreiHAND [249] 2019 RGB exo mixed MANO - - R1 (hand-only)

ObMan [2] 2019 RGB-D exo synthetic ~ MANO shape+pose contact R1,R2,Gl1

ContactDB [250] 2019 thermal object controlled - object mesh measured contact Gl

HO3D [35, 251] 2020 RGB exo controlled MANO 6D pose+CAD - R1,R3

InterHand2.6M [252] 2020 RGB exo controlled MANO (2H) - - R1 (hand-only)

ContactPose [6] 2020 RGB-D multi-view controlled MANO 6D pose contact R1, Gl

GRAB [81] 2020 MoCap N/A controlled SMPL-X mesh+motion contact/action Gl1,G2

MOW [253] 2021 RGB exo in-the-wild 3D joints shape+pose pseudo 3D R2

DexYCB [254] 2021 RGB-D multi-view controlled MANO 6D pose+CAD - RI1,R3

H20 [255] 2021 RGB-D ego+multi-view controlled MANO (2H) 6D pose+mesh action/interaction R1, R3, G2

H20-3D [68] 2022 RGB-D multi-view controlled 3D joints (2H) 6D pose - R1,R3

HOI4D [58] 2022 RGB-D ego controlled MANO 6D pose+state action/interaction R3, ET

OaklInk [256] 2022 RGB multi-view controlled MANO shape+pose intent/text RI, Gl

ARCTIC [59] 2023 RGB multi-view controlled MANO (2H) art. pose+mesh contact/action RI1,R3,G2

AssemblyHands [257] 2023 RGB ego controlled 3D joints - - R1 (hand-only)

SHOWMe [258] 2023 RGB-D exo controlled hand mesh object mesh - R2,R3

AffordPose [55] 2023 3D assets N/A synthetic ~ MANO shape+pose affordance Gl

GazeHOI [94] 2024 MoCap+gaze N/A controlled  hand motion object motion gaze/contact G2

HOGraspNet [259] 2024 RGB-D multi-view controlled MANO mesh/joints object mesh contact/grasp R1, Gl

OaklInk2 [260] 2024 RGB multi-view controlled MANO (2H) shape+pose intent/text RI,R3,G2

TACO [261] 2024 RGB ego+exo controlled hand motion object motion tool/action Gl1,G2

GigaHands [262] 2025 RGB multi-view controlled MANO (2H) shape+pose masks/text R1,R3,G2

HO-Cap [263] 2025 RGB-D ego+multi-view controlled MANO 6D pose+mesh tracks RI1,R3,ET

HOT [264] 2025 RGB-D+tactile multi-view synthetic 3D joints deformable state  force/contact R3

HOT3D [265] 2025 RGB ego+multi-view mixed MANO (2H) 6D pose gaze/scene points R1, R3

ArtHOI-RGBD [32] 2026 RGB-D exo controlled — mesh+part motion contact R3

EPIC-Contact [57] 2026 RGB ego in-the-wild MANO (2H) 6D pose+mesh dense contact R1

DexGloveHOI [266] 2026 RGB+IMU ego controlled 3D hand pose - - R1 (hand-only)

SHOW3D [267] 2026 RGB ego+exo in-the-wild 3D joints (2H) 6D pose captions R1,R3

HandX [268] 2026 MoCap N/A controlled MANO (2H) mesh+motion contact/text G2

HUG-Bench [134] 2026 RGB-D object controlled MANO metric mesh - G1,ET

B. Large-scale pretraining sources and embodied data engines

Dataset Year Observation View Setting Supervision Use

ActivityNet [269] 2015 RGB mixed web action labels video-model pretraining
Charades [270] 2016 RGB exo controlled action labels video-model pretraining
Kinetics [271] 2017 RGB mixed web action labels video-model pretraining
Something-Something [272] 2017 RGB exo controlled action labels video-model pretraining

AVA [273] 2018 RGB exo web spatiotemporal action labels video-model pretraining
HACS [274] 2019 RGB mixed web action segments video-model pretraining
HowTol00M [275] 2019 RGB mixed web narration/ASR video-model pretraining
FineGym [276] 2020 RGB exo web fine-grained actions video-model pretraining
EPIC-KITCHENS [277] 2021 RGB ego in-the-wild narration/action labels video-model pretraining
Assembly101 [278] 2022 RGB multi-view controlled action/procedure labels video-model pretraining
Ego4D [279] 2022 RGB ego in-the-wild narration video-model pretraining
HoloAssist [280] 2023 RGB-D+IMU ego controlled instruction/gaze/audio/hand pose video-model pretraining
Ego-Exo4D [281] 2024 RGB ego+exo mixed narration/body-+hand pose video-model pretraining
EgoDex [282] 2025 RGB ego in-the-wild language/camera/3D hand pose human-data policy pretraining
OpenEgo [283] 2025 multimodal ego in-the-wild standardized signals/3D hand pose human-data policy pretraining
VITRA [207] 2025 RGB ego web action chunks/hand motion human-data policy pretraining
EgoLive [284] 2026 stereo RGB+IMU ego in-the-wild depth/3D pose/masks/tracks/language human-data policy pretraining
EgoScale [205] 2026 RGB ego web hand trajectories/camera/action labels human-data policy pretraining
EgoVerse [285] 2026 RGB ego web camera/head motion/text human-data policy pretraining
HumanNet [286] 2026 RGB ego+exo web captions/motion video-model pretraining
FEEL [287] 2026 RGB+force ego in-the-wild force/contact video-model pretraining
Open-AoE [288] 2026 RGB ego in-the-wild text/ MANO/camera/action segments human-data policy pretraining
ACE-Data-0 [235] 2026 multimodal RGB/video+motion+audio+tactile ego+exo in-the-wild body/hand/object trajectories; contact and language labels human-data policy pretraining
Ego2Robot [237] 2026 RGB video+motion ego in-the-wild robot actions/video; quality labels human-data policy pretraining
HandEdit [238] 2026 RGB (edit pairs) ego mixed human-to-robot edited pairs; 26 URDF embodiments human-data policy pretraining
RoboWheel [236] 2026 RGB mixed in-the-wild robot trajectories/retargeted demonstrations human-data policy pretraining
EgoEngine [26] 2026 RGB ego in-the-wild  hand-object trajectories/dexterous robot demonstrations  human-data policy pretraining
Egolnfinity [241] 2026 RGB ego+exo web 4D HOU/robot-aligned action data human-data policy pretraining
Do as I Do [240] 2026 RGB ego in-the-wild hand-object trajectories/robot demonstrations human-data policy pretraining
RoboEdit [239] 2026 RGB mixed in-the-wild robotized visual experience human-data policy pretraining
Human2Robot [242] 2026 RGB mixed mixed paired human-robot videos/actions human-data policy pretraining
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Table 5: Common metric families in HOI evaluation.

Metric family Common metrics

Applicable task(s)

Hand pose/mesh accuracy
Object pose/shape accuracy
Contact agreement

Physical plausibility
Image/video distribution fidelity
Paired visual similarity
Generative diversity/coverage
Motion/trajectory accuracy
Embodied-transfer evaluation

Contact precision/recall/F1/IoU, contact distance

FID, FVD
PSNR, SSIM, LPIPS

MPIPE, PA-MPJPE, MPVPE, PA-MPVPE, PCK
ADD/ADD-S, rotation/translation error, Chamfer distance, F-score, loU

Penetration depth/volume, simulation displacement, force closure
Diversity, coverage/multimodality, condition-adherence rate

Sequence MPJPE/MPVPE, hand/object trajectory error
Retargeting error, task success rate, object-state success ET

R1, R3; G1-G3 when ground-truth hand state exists
R1-R3; G2 when ground-truth object state exists

R1, R3; G1-G3 when contact annotations exist
R1,R3,G1, G2

G3

R2/R3 rendered outputs; paired G3 editing/reenactment
G1-G3, when multiple samples or conditions are evaluated
R3, G2

8 Open Challenges and Future Directions

8.1 Toward Integrated and Verifiable HOI Foun-
dation Systems

No single prior family resolves HOI: geometric priors im-
prove shape and alignment, semantic priors localize function
and intent, and visual priors model appearance and dynamics,
yet each can fail. Integrated systems should compose them
around shared hand-object states, contacts, and trajectories
according to the dominant uncertainty, then verify contact,
physical plausibility, and, where applicable, robot execution.

8.2 From Geometric Correctness to Interaction
Correctness

HOI evaluation remains dominated by MPJPE, Chamfer
distance, and ADD. Although ContactDB [250], Contact-
Pose [6], GRAB [81], ARCTIC [59], and EPIC-Contact [57]
provide contact annotations, protocols rarely assess contact
together with function, physical plausibility, and object-state
transitions. Future benchmarks should unify these dimen-
sions and distinguish proximity from contact that transmits
force and produces the intended response.

8.3 Long-Horizon, Dynamic-Camera, and World-
Space HOI

Egocentric HOI entangles camera and hand-object mo-
tion across extended manipulation, causing camera-frame
estimates to drift. HOSt3R [103] replaces SfM with
DUSt3R [14] pointmaps, EgoGrasp [147] targets world-
space HOI, and ArtHOI [32] handles articulated-object 4D
reconstruction. Jointly recovering ego-motion, contact, and
long-horizon hand-object state in one world frame across
grasp, manipulation, release, and re-grasp remains open.

8.4 Prior Reliability, Routing, and Conflict Reso-
lution

Combined priors may disagree: retrieval can return a
mismatched asset, reconstruction can hallucinate contact-
inconsistent geometry, grounding can select the wrong func-
tional part, and generated video can hide invalid physics.

Systems should estimate confidence, route priors using vis-
ibility, camera motion, occlusion, and intent, and expose
conflicts rather than average incompatible evidence.

8.5 From HOI Analysis to Dynamic Embodied
Memory

After grasping, the gripper often occludes the evolving
object relationship. Pre-contact reconstruction and ground-
ing can capture object identity, geometry, pose, functional
regions, and intended contact before this evidence disappears.
A dynamic embodied memory should preserve these vari-
ables and their uncertainty, update them with vision, propri-
oception, contact events, and object responses, and maintain
contact history and state transitions across grasp, manipu-
lation, release, and re-grasp. The challenge is reconciling
pre-grasp estimates with later evidence under self-occlusion
and changing viewpoints.

8.6 Robot-Centric Understanding of Human HOI

Embodied transfer often converts human HOI into kine-
matic trajectories without intent, object/part identity, contact,
and the resulting scene state change [23, 223, 224, 225].
Robust cross-embodiment transfer requires robot-usable de-
scriptions that include these variables and the interaction
phase, enabling policies to replan under perturbations rather
than replay memorized motion. Evaluation should there-
fore measure intent, contact timing, object-state outcomes,
and safety during execution rather than trajectory similarity
alone.

9 Conclusion

This survey examined HOI reconstruction and genera-
tion through the lens of foundation-model priors. We orga-
nized existing methods into geometric, semantic, and visual
prior families and analyzed how their knowledge enters HOI
pipelines. We further reviewed how HOI-derived signals
support embodied transfer. Despite rapid progress, chal-
lenges remain in composing heterogeneous priors, ensuring
interaction and physical correctness, and reasoning over
long-horizon open-world interactions. We hope this survey
provides guidance for understanding current progress and
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developing generalizable, interaction-aware, and physically
grounded HOI systems.
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