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Abstract

In this work, a context-based multisensor system, applied to pedestrian detection in urban environments, is presented.
The proposed system comprises three main processing modules: (i) a LIDAR-based module acting as the primary object
detector, (ii) a module which supplies the system with contextual information obtained from a semantic map of the roads,
and (iii) an image-based detection module, using sliding window detectors, with the role of validating the presence of
pedestrians in the regions of interest generated by the LIDAR module. A Bayesian strategy is used to combine information
from sensors onboard the vehicle (‘local’ information) with information contained in a digital map of the roads (‘global’
information). To support experimental analysis, a multisensor dataset, named the Laser and Image Pedestrian Detection
dataset (LIPD), is used. The LIPD dataset was collected in an urban environment, under daylight conditions, using an
electrical vehicle driven at low speed. A down-sampling method, using support vectors extracted from multiple linear
SVMs, was used to reduce the cardinality of the training set and, as a consequence, to decrease the CPU time during the
training process of the image-based classifiers. The performance of the system is evaluated, in terms of detection rate and
the number of false positives per frame, using three image-detectors: a linear SVM, a SVM-cascade, and a benchmark
method. Additionally, experiments are performed to assess the impact of contextual information on the performance of the
detection system.
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1. Introduction onboard the vehicle, and/or on the infrastructure, with the
Multisensor data fusion plays an important role in the fields zzlﬁis?jnls)redwtmg and anticipating the possible risk of

of Intelligent Transportation Systems (ITS) and Intelligent
Vehicles (IV), as evidenced by the significant amount of
work carried out in these areas, see for instance the recent
surveys of Geronimo et al. (2010), Faouzi et al. (2011),
Stiller et al. (2011) and Dollar et al. (2012). Advanced
Driver Assistance Systems (ADAS) have also deserved
much attention in recent years because of their many appli-
cations in the automotive market e.g. Adaptive Cruise
Control (ACC), Lane Departure Warning (LDW), Anti-
lock Braking Systems (ABS), Collision Warning Systems
(CWS), and Pedestrian Protection Systems (PPS). The lat-
ter, which is the focus of this work, can be divided, in
general terms, into two fields of research: passive and
active systems, as mentioned by Gandhi and Trivedi (2007).
The former is characterized by built-in safety features on
vehicles, designed primarily to mitigate possible injuries Institute of Systems and Robotics, University of Coimbra, Portugal

to pedestrians due to impact e.g. specially designed front ‘

bumpers, deformable hoods, sp ,GCiﬁc airbags placed near g?irsrtiﬁgnI?rl:r%l:l;lit(?;,r.University of Coimbra, Polo II Pinhal do Marrocos
the frontal columns of the vehicle, and so on. Whereas,  coimpra, Coimbra 3030-290, Portugal.

active pedestrian protection systems are based on sensors  Email: cpremebida@isr.uc.pt

Onboard sensor-based pedestrian detection systems
(Gandhi and Trivedi, 2007), in the domain of ADAS appli-
cations, is a research topic which has received considerable
attention, as evidenced by the work of Felzenszwalb et al.
(2010), Markoff (2010), Navarro-Serment et al. (2010),
Spinello et al. (2010), Douillard et al. (2011) and Garcia
et al. (2011). In particular, context-based perception sys-
tems use contextual cues extracted from still frames e.g.
scene attributes and spatial relations between objects as pro-
posed by Perko and Leonardis (2010), or contextual infor-
mation like scale, distance, and road location, which can be
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Fig. 1. Block diagram illustrating the main processing modules comprising the pedestrian detection system with contextual information

incorporated into the system.

obtained by LIDARS or stereovision as discussed by Geron-
imo et al. (2010). The aforementioned work shares a com-
mon element: the information is extracted from onboard
sensors. On the other hand, solutions for pedestrian detec-
tion combining ‘external’ sources of contextual information
e.g. GPS-based semantic maps, seem to be an interesting
approach that has rarely, if ever, been addressed by the
IV/ITS community.

Information from image-based detectors (‘local’ infor-
mation) is combined with information contained in the
semantic map (‘global’ information) by means of a Max-
imum A Posteriori (MAP) strategy. More specifically, the
confidence scores of the image detectors are obtained from
the classifier outputs which are handled as conditional prob-
abilities, while the information obtained from the map
enters into the system in the form of prior probabili-
ties. Finally, the MAP decision module outputs the set of
detection windows with their a posteriori confidence score.

In this work, we propose an active pedestrian detection
system which combines data from a LIDAR and a monoc-
ular camera mounted onboard an electrical vehicle, with
information obtained from a semantic map of the roads
where the vehicle was driven. Some regions of this map
were labeled as regions where the presence of potential
pedestrians is more ‘likely” to occur e.g. cross-walks and
bus stops. The multisensor information is processed using
an architecture which comprises three main processing
modules: (i) a LIDAR-based module; (ii) a context-based
module; and (iii) an image-based module. The LIDAR-
based module is in charge of primary object detection i.e.
it generates a set of detected objects in the form of laser

segments, or clusters, which are transformed to a local nav-
igation system where the positions of the objects in the map
are used as contextual information. Since the laser is cal-
ibrated w.r.t. the camera, the position of the set of objects
is used to project a set of regions of interest (ROIs) in
the image plane. Inside each ROI, a image-based classifier
is used in the form of multiscale sliding window detec-
tors which are shifted in position and size for searching
for pedestrian evidence. These sliding window detectors,
or simply detection windows, are characterized by spatial
parameters, in pixel coordinates, and by a confidence score
given by a classification method.

Concerning the image-based module, our proposed
SVM-cascade method, succinctly presented by Ludwig
et al. (2011), is compared in terms of detection per-
formance with a single linear Support Vector Machine
(SVM) and with the deformable parts-based models pro-
posed by Felzenszwalb et al. (2010) and available at
http://cs.brown.edu/~pff/latent-release4/. Additionally, we
propose a down-sampling method, using support vectors
extracted from multiple linear SVMs, to reduce the car-
dinality of the training set and to decrease the CPU time
during the training process of the classifiers.

In summary, the proposed system’s architecture is illus-
trated in Figure 1. The LIDAR-based module and its
processing stages are described in Section 2, while the
image-based module, the down-sampling approach and the
SVM-cascade are detailed in Section 3. The context-based
module, using a map of context-regions of the scenario, is
presented in Section 4. Experiments in pedestrian detection,
using the Laser and Image Pedestrian Detection (LIPD)
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Fig. 2. Main processing steps in the LIDAR-based module. (a) Raw range points in Cartesian coordinates. (b) Points are filtered and
grouped per layer, where each color indicates a given layer. (c) Range points outside the camera FOV are discarded. (d) Projection of

the points, per layer, on the image frame.

dataset, are reported in Section 5. Finally, Section 6 presents
the conclusions.

2. The LIDAR-based module

Our LIDAR-based system acts as the primary object detec-
tor, where each detected object constitutes a hypothesis of
being a positive (pedestrian) or a negative (non-pedestrian).
This module outputs a set of laser segments, henceforth

called segments, that are transformed into image coordi-
nates and projected on the image frame in the form of ROIs,
as depicted in Figure 2. Concisely, the main processing
modules performed in the LIDAR-based module are:

1. Pre-segmentation and filtering: this module compre-
hends a set of pertinent data-processing tasks, necessary
to decrease the complexity and processing time of sub-
sequent stages, such as: filtering out isolated/spurious
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range points, discarding measurements that occur out-
side a predefined Field of View (FOV), and data align-
ment.

2. LIDAR segmentation: this module outputs a set of seg-
ments obtained by a range data segmentation method.

3. Transformation to ENU coordinates: segments are
transformed from the 2D Cartesian coordinates to a
‘local’ navigation frame, defined by the east, north
and up (ENU) reference system, as detailed by Drake
(2002).

4. Laser-to-image transformation: defined as the set of
rigid coordinate transformations necessary to project
the segments into the image plane. This module outputs
the set of ROIs.

Figure 2 illustrates the spatial evolution of the laser data
thoughout the processing stages of our LIDAR-based mod-
ule. This module receives, in each iteration step, a raw scan
of laser points which are processed towards ROI genera-
tion on the image frame. The color of the laser points fol-
lows the standard convention adopted by the laser scanner
manufacturer.

The laser and the monocular camera were calibrated
according to the following steps: (1) a calibration dataset,
with synchronized laser scans and image frames, was
collected. The platform was held stationary, while the
checkerboard was positioned 2-7m away from the
platform; (2) the intrinsic and extrinsic parameters of
the camera were estimated using the calibration tool-
box (http://www.vision.caltech.edu/bouguetj/calib_doc/);
(3) finally, the extrinsic parameters of the camera
w.rt. the laser were obtained using the method pro-
posed by Vasconcelos et al. (2012). These parameters
were assumed to be constant during the experimental
dataset collection. Points in the camera reference system
PC = [P, P, PS] can be transformed into the laser coor-
dinate system P* = [Pk, P}, PL] using the transformation
PY = (RLPC + T), where R is the 3 x 3 orthonormal
rotation matrix representing the camera’s orientation
relative to the laser and T, é is the three-dimensional vector
representing the relative position. The method described by
Vasconcelos et al. (2012) was used to estimate Rg and T¢.
The transformation between a point in the laser coordinate
system P" to a point in the camera reference system PC
is obtained by P¢ = (P" — Té) /Rlé. The 3D point PC is
normalized and the distortion coefficients are applied in
order to obtain Xy, as described by Heikkila and Silven
(1997). Finally, the pixel coordinates in the image plane are
calculated as follows.

Denoting a point in the image plane by P! = [u, v], where
u and v are pixel coordinates, and considering a pinhole
model, the coordinates of P! are calculated:

u An(D)
v =k | %2 (1)
1

with the camera matrix K given by

Je(1)  aef(2)  ce(1)
K = 0 f(2) cc(2) )
0 0 1

where £; is the focal length, cc is the principal point, and o,
is the skew coefficient.

With the LIDAR data it is only possible to obtain the
horizontal limits of the object position on the image. If it
is assumed that the vehicle moves on a “flat” surface, and
knowing the distance from the laser to the ground, it is easy
to calculate the bottom limit of the ROI. The top limit of the
ROI was estimated using the distance to the object and con-
sidering 2.5 m as the maximum height of a pedestrian. The
following matrix, necessary to ensure rigid correspondence
between the laser scanner and the camera reference system,
was obtained:

0.99986  —0.014149 —0.0093947  11.917

[RLC Té]= 0.014395 0.99954 0.026672 —161.26
0.009013  —0.026804 0.9996 0.77955

3)

where the translational vector components are in mm.

3. The image-based module

The pedestrian detection system involves a number of
spatio-temporal processing techniques which aim to obtain,
on the image frame, the estimated position and the size
(scale) of potential pedestrians. One of the key problems
in monocular image-based pedestrian detection is the huge
number of negatives (potential false alarms) in contrast with
the number of positives, demanding vast processing time
and a high confidence detector. The approach adopted to
deal with this problem was to use a LIDAR to generate a
set of ROIs on the image frame. Inside each ROI, a image-
based classifier is used in the form of a detection window
which is shifted in position and size for searching for pedes-
trian evidence. This approach decreases the computational
processing time, restricting the zones of interest on the
image to a dozen ROIs at most, and reducing the number
of false positives.

The image-based system discussed in this work is com-
posed using an image-based classification method, in the
form of a detection window, followed by a non-maximum
suppression filtering and a decision-making stage:

1. Detection window: an image-based classifier, in the
form of a multiscale sliding window detector, is the pri-
mary stage used to identify potential pedestrians inside
the ROIs.

2. Non-maximum suppression: a pairwise non-maximum
suppression technique is used to discard the less confi-
dent detector, of every pair of detection windows, that
spatially overlap a region on the image.
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Fig. 3. Representation of a detection window, DWV;, with size defined by (w;, 4;), which is shifted, inside a ROI, at locations given by

(x4, i)-

3. Decision making: a MAP decision rule, integrating
the confidence scores and contextual priors, is used to
decide the presence of a potential pedestrian on the
image.

Three image-based classification methods are used in this
work: a linear SVM, the proposed SVM-cascade, and the
deformable parts-based model. The models were learned
using our training set composed of HOG' descriptors, and
in the first two methods we used the codes made available
by Dollar et al. (2012) to extract HOG features. A detection
window, denoted by DW;, is used under a multiscale sliding
approach thus, DW; is shifted inside each ROI by varying
the location (x;,y;) and the size (w;, 4;) as a function of a
set of spatial stride steps and scale factors; see Figure 3.
A given detector DW; = [px;, pyi, Wi, hi, ;] is defined by a
rectangular area 4; in the ROI, with position [px;, py;] and
with size given by w; (width) and 4; (height) in pixel coor-
dinates, and by a confidence value «; which is the output of
the classifier associated with DW;.

An inevitable problem that arises in the multiscale slid-
ing window approach is the occurrence of multiple detec-
tion windows in the same ‘neighborhood’ area in the
ROI. To solve this problem, a non-maximum suppression
method, inspired in the methods of Dollar et al. (2009) and
Enzweiler and Gavrila (2009), was used to discard multiple-
detector occurrences around close/similar locations. The
ratio y between the intersection and the union area of over-
lapping detection windows is calculated and, for y > 0.9
the detector with the greatest confidence score is retained
and the remainders are discarded. The subsequent, and
final, processing stage involved in the image-based module
is decision making. In the usual case, a threshold is used for
deciding the class of an observed feature vector. However,
when context is available, the classification decision takes
the form of a MAP rule, as described in Section 4.

It is important to underline a specific although critical
characteristic of realistic (with large cardinality) datasets

used for pedestrian detection in urban scenarios: the large
difference between the number of positive and negative
samples. To give a clear insight about this, lets consider
the size (width and height in pixels) of a pedestrian detec-
tor as A; = si(w,h)| i = 1,---,11, where h = 2w,
and with scales given by s = (1.0,1.2,---,2.8,3.0). The
detection windows are shifted through the image at hor-
izontal and vertical locations defined by s;w/4 and s;4/4
respectively. For the case of an image with 640x480 pix-
els, and considering w = 27, it generates, depending the
approximations done to keep A with integer pixel values,
at least 12,000 detection windows per frame. In a dataset
with 10,000 frames, and at an average rate of 0.5 pedestrians
per frame (which is a realistic factor in a typical urban sce-
nario), it gives at least 1.2 x 10% negative detection windows
against 5000 positives cutouts.

To avoid bias problems and infeasible computational
requirements in such large unbalanced datasets, a down-
sampling algorithm is desirable, as mentioned by Kang
and Cho (2006). To preserve the information which is
relevant in computing the classifier-separating hyperplane
and, at the same time, to reduce the training set cardinal-
ity and decrease the complexity of the training process, a
SVM-based data selection, which is inspired in the parallel-
SVM architecture introduced by Graf et al. (2005), is pro-
posed. This method, which can also be used to obtain a
balanced or soft-unbalanced dataset, is discussed in the
sequel.

3.1. SVM-Based down-sampling algorithm

The notations used to explain the SVM-based data selection
algorithm are:

Xo = {Xpy i € lp ={1,--
positive training examples.

XPS = {Xl;q‘(i) 11 € Sp C Ip}is a subset of selected positive
training examples.

,np}} is the input set of
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support vectors (b).

= {XN(i) cien = {1,
negative training examples.
XN = (XY 1 i € Sn C In} is a subset of selected negative
training examples.
Xpn = {Xp,Xn} is the complete training set composed of
XP and XN.
Xon = {X5, X} is the selected training set.
Xn—q = {Xng @ i € In\Q} is the subset of negative
instances Xy with those in 2 removed, where Q C Xy .

,nn}} is the input set of

The number of negative instances nn in a realistic
dataset heavily outnumbers the positive instances np, hence
np <K nn. For this reason, the down-sampling algorithm
applied in this work selects, from the negative training set
XN, a subset of instances XI\SI with |Sn| < |In|. Given the
initial training set Xpyn, with np positive and nn negative
training examples, this under-sampling algorithm selects ns
instances which correspond to the support vectors of Xy,
denoted by SV. The first step of the down-sampling algo—
rithm is to split Xy on n subsets ; C Xn,i = 1,- n;
further, for each subset 2;, an SVM classifier is used to
extract the support vectors which will be used to compose
SV. Thus, each i" SVM is trained with a subset comprising
np positives and “* negatives. The final step is to aggre-
gate all the negative support vectors obtained from the n
SVMs. Lastly, this method outputs the selected negative
training set which is composed of the negative support vec-
tors: X§ < SV (see Algorithm 1). Figure 4(a) illustrates
some negative samples whose training feature vectors do
not correspond to support vectors and (b) illustrates some
samples which correspond to support vectors.

We performed experiments on a validation set to assess
the performance of the proposed down-sampling approach
in terms of classification. A linear SVM and the Fisher’s
Linear Discriminant classifier were trained with (i) all
examples of a training set, having 100,000 negative exam-
ples, and with (ii) a reduced subset consisting of the sup-
port vectors (SV) obtained from the former training set;
thus, two models have been learned. We then applied the
classifiers on a testing set and, on average, both classifiers

obtained a similar hit rate but a reduction of the order of
10% in the number of false positives was observed on the
models learned with support vectors.

Algorithm 1 SVM-Based down-sampling algorithm for
negative example selection

Input: Xpn = {Xp, Xn}: training set;
Output: X3: set of selected negative samples;
1: {SV};: set of support vectors; n: number of iterations;
2: Q;: subset of Xy;
// Initialization:
30 XS < {}: empty set;
4: Decompose Xy on n subsets 2;, where ; C Xx;
// Selecting samples:
5: fori=1;i < n;i+1 do
6:  Train a linear SVM classifier using {Xp, ©2;};
7. Use the ‘negative’ support vectors from €2;, to gen-
erate {SV};;
8: end for
// Composing X3:
9: XfI <~ {SV},i=1,---,n

3.2. The SVM-cascade method

The proposed SVM-cascade is trained using a boosting
process where the number of features, in a given stage,
increases w.r.t. to the preceding stage; thus, the complexity
of the cascade and its classification capability increases as
more stages are added to the structure. The SVM-cascade is
a chain of linear SVMs, which eliminates negatives in each
stage as proposed by Viola and Jones (2001); thus, at each
stage the instances classified as negatives are eliminated
and, conversely, the positives follow through the cascade
structure as illustrated in Figure 5. Each stage of the cas-
cade is trained to classify a given true positive rate (7P), by
adjusting the separating hyperplane of the SVM in the cur-
rent stage, while rejecting the negatives correctly classified.
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This process is performed by varying the bias (threshold) of
the component SVM until 7P is achieved. The subsequent
stage of the cascade receives all the positives and the false-
negative instances from the previous stage, consequently,
the training set becomes more and more difficult to classify.
To improve the classification capability, the number of fea-
tures is incremented progressively as the number of stages
increases; that is, the number of features (and the complex-
ity) of a given stage is increased by adding ny features w.r.t.
the previous stage.

The feature vector used to train the SVM-cascade, and
a linear SVM, is composed of 396 elements, defined by a
normalized HOG descriptor with 4 x 11 cells and 9 bins.
Each stage of the SVM-cascade was trained using 1 bin of
the grid, totalling a cascade with 9 stages, ecach one with 44
features. Thus, the first stage has 44 features (first bin), the
second 88 (first and second bins), and so on. The training
method is summarized in Algorithm 2.

4. The context-based module

Context, in the domain of pattern recognition, represents
input-dependent information, other than from the object
pattern itself, used to improve the classification or detec-
tion performance; a general definition of context is provided
by Duda et al. (2001), while a description of image-based
contextual cues is given by Perko and Leonardis (2010).
Here, context refers to the location of the object in a seman-
tic map, as opposed to the object pattern itself which refers
to a given model learned from a classifier trained in a set
of ‘local’ image descriptors. In short, the contextual infor-
mation, incorporated into the pedestrian detection system,
is based on prior knowledge of the object position in a
semantic map of the roads.

In the decision module, shown in Figure 1 as part of
the image-based module, the contextual information is pro-
cessed in the form of prior probabilities according to a MAP

Algorithm 2 SVM-Cascade training process
Input: D = {Xp, Xy}, np, nn: training set, number of
positives, and negatives;
Output: {I7}: set of parameters of the cascade;
1: TP: true positive rate; Thry,: adopted threshold for TP
e.g., Thry = 0.95;
2: ny step: increment on the number of features (in our
case, ny = 44);
3. HOG-features are indexed, as function of the bin, in the
array S; where |S| = nfea;
Q <« {o}: set of true negatives;
i < 1: cascade stage;
D; < {Xp, Xn—a};
for n = ny;n < nfea; n+ny do
Dis[ . training set with n features, where S;li =
1,---,nis the set of features in the i’ cascade stage;
9:  Train a linear SVM, using Df" , in order to obtain the
SVM parameters W; =(w;, b;);
10:  Calculate the true positive rate 7P;
11:  while TP < Thr;, do
12: Decrease the threshold b; in order to increase 7P,
13: Recalculate TP using the current SVM bias b;;
14:  end while
15:  Classify Df’ , using the cascade with i stages, to
obtain the set of true negatives 2;
16: i< i+1;
17:  Detach Q from Xy, such that D; = {Xp, Xy_q};
18: end for

B AN A

decision framework. As consequence, the response of the
image-based detectors, used in the decision module, has
to be posed in probabilistic terms as well; more specifi-
cally, the response of the classifiers is modeled by prob-
abilistic distributions in order to obtain class-conditional
probabilities which are used in the MAP decision rule.
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Fig. 6. Digital map of the environment where the dataset was collected. (a) Satellite image of a scenario with the map of the roads

marked in white. Examples of incidence zone are given in (b) and (c).

4.1. The context-based module using object
position in a semantic map

Context-based prior probabilities are used as function of the
position, actual presence, of the objects in specific regions
in the scenario. A semantic map of the roads traveled by
the ISRobotCar was built with the aid of satellite imagery
from Google Earth®, as illustrated in Figure 6(a). A set of
regions on the map was selected and identified as regions
with a high potential of pedestrian occurrence. The idea was
to assign a confidence score, characterized by prior knowl-
edge, to the zones on the map that are more likely to contain
pedestrians, hereafter called incidence regions. The inci-
dence regions defined on the map are: crosswalks, regions
nearby restaurants, bus stops, and cafeterias, and the zone
which covers the roundabout in front of the main secretariat
building. Some examples of incidence zones are shown in
Figure 6(b) and Figure 6(c).

The map of the roads, and consequently the incidence
regions, are defined in GPS coordinates, more specifi-
cally, GPS data is defined in terms of latitude, longi-
tude and altitude (//a) in the World Geodetic System 1984
(WGS84). However, the objects (segments) detected in the
LIDAR-based module have coordinates defined by a local
Cartesian system. Thus, it is necessary to establish a cor-
respondence between the GPS coordinate system and the
‘local’ coordinate system of the laser scanner, and vice
versa.

A solution for obtaining the object’s coordinates, in the
LIDAR reference system, with respect to a point in the map
is to convert the GPS coordinates into local navigation coor-
dinates. This ‘local’ navigation system is determined by the
ENU reference system. Therefore, it is necessary to trans-
form the regions of the map and the object’s coordinates to
a common ENU reference system in order to determine if
a detected object, in a given frame, is inside an incidence
region or not.

Using the Google Earth® software, the regions on the
map were manually drawn as polygons in satellite images

of the scenario. Thereafter, the position of these regions,
defined by four pairs of points in GPS coordinates, were
converted to the ENU reference system. Regarding the posi-
tion of a given detected object, defined in Cartesian coor-
dinates centered in the laser, it has to be converted to a
reference point in the vehicle, aligned with the GPS rover
station, and then converted to the same ENU reference sys-
tem used on the map. In summary, the transformation of
any point Pgps in GPS coordinates® to ENU is a three-stage
process:

1. Define a reference point in the map, here denoted by
Pyer, in lla coordinates;

2. Express Pgps, defined in //a coordinates, in Earth Cen-
tered Earth Fixed (ECEF) coordinates. In this work, the
lla2ecef Matlab® function was used for this purpose; in
Matlab® notation: Pgcgr = lla2ecef ( Pgps, “WGS84’);

3. Convert Pgcgr to ENU coordinates. Denoting by Peny a

point in the navigation coordinates, in Matlab® notation
we have:
Penu = ecef2lv (Prcgr, Pret, ellipsoid), where ellip-
soid represents the ellipsoid fitted around the Earth’s
globe. Using the Matlab® almanac function: ellipsoid
= almanac (‘earth’, ‘ellipsoid’, ‘kilometers’," WGS84”).

A differential GPS (DGPS), which operates with a
ground-referenced station (base station), has an abso-
Iute precision measurement that is much more accu-
rate than a GPS system. The base station communicates
with the moving station (mounted on the vehicle) at
UHF. The information shared between the stations has an
average cycle of 200ms (5 Hz), which supports the Real
Time Kinematic (RTK) designation. However, DGPS is not
immune to errors. In our database, some position measure-
ments suffered from the multipath, or occlusions, problem.
Moreover, a lack of reliable DGPS signal in some parts
of the trajectory occurred due to temporary loss of
communication between the rover and the base station. To
reduce the uncertainties and errors of GPS systems, a mul-
tisensor fusion approach such as the one proposed by Bento
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Fig. 7. Histogram and Normal distribution fitted to the output scores, on the training set, of a linear SVM (left part) and deformable

parts-based model (right part).

et al. (2012), can be used to estimate and to correct the
position measurements of DGPS units.

4.2. MAP decision rule using contextual
information

As described in previous sections, the contextual informa-
tion is processed in terms of prior probabilities. Therefore,
the class-conditional probability, or simply likelihood, is
obtained from the classification method used in the decision
module. Thus, the outputs of the image-based detectors,
obtained from the training set, were modeled according to
a probabilistic distribution. Figure 7 shows the distributions
of'alinear SVM and the parts-based model. The histograms,
plotted as function of the classifier’s scores, were mod-
eled using a Normal distribution which will be used as a
likelihood function in the MAP decision. In this case, the
problem resumes to the particular case of decision making
using univariate—Normal densities. Designating by P(w)
the prior probability of a pedestrian occurrence in an inci-
dence zone, for non-incidence zones the prior was consid-
ered to be mutually exclusive and exhaustive so, if an object
is located in a non-incidence zone, its prior probability is
equal to 1 —P(wy). If P(w,) = P(wy), the decision resumes
to the case of the Maximum Likelihood (ML) rule.? If the
prior probabilities are not equal, that is, P( @) # P(wy), the
decision threshold shifts away from the more likely class.
Denoting by 75, = 0 the decision threshold when
P(wo)= P(w), as the value of P(wji=(0,1)) varies dur-
ing the experiments using context, 7, also varies. Let
Ny, 012) and N ( wo, 0'02) be the Normal distributions for
the positive and negative classes respectively, and denoting
the posterior probability of the event being a pedestrian by

P(w;|x > 0), the Bayes’ formula is expressed by

p(x|w1) P(wr)
p(x|wr) P(w1) + p(x|wo) P(wo)
where p(x|w;),i = {0, 1} are the class-conditional probabil-
ity density functions modeled by the Normals N( y4;,07).
Rearranging equation (4), we have
p(x jo1) = p(x o) P(w1]x) (1 = P(w1))
P(w)) (1 = P(wi]x))
Using the natural logarithm in both sides of equation (5)
and expanding the squares, it follows that

P(w|x)=

“4)

)

(% =201 +p}) (¥ = 2xp0 + 15)
2012 B 2002
where P = P(w|x)(1 — P(wy)) /P(w1) (1 — P(w|x)).
Thus, the value of the decision boundary’s threshold for any
P(w;) > 0 is the solution of the quadratic equation:

In( Z—;P) (6)

2( 012 — croz)x2 + 4( aozm — alzug)x—

7
(4012002W—|— 2602,th - 203;}%): 0 )

where

W= lna](P( wi]x = 0) —P(wy) P( a)l_lx =0)) ®)
oo( P(w1) —P(w1) P(w;]x = 0))

Equation (8) is valid when the detected object is inside
an incidence zone, otherwise P( ;) should be replaced by
P(wyp). Notice that the variable x denotes the classifica-
tion score, where x = 0 is the ‘optimal’ threshold when
p(x|lw)) = p(x|wy). As the priors are changed, the thresh-
olds change as well. If P(w;) > P(wy) the decision bound-
ary shifts away from the more likely class, w;, and vice
versa.
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Fig. 8. On the right, the ISRobotCar vehicle. On the left, an example of a set of ROIs marked as dashed boxes.

5. Experiments

The main objective of the experiments reported in this
paper is to evaluate the detection performance of the system
regarding (i) the classification method used in the image-
based module, and (ii) as function of the prior probabilities
that characterize the incidence zones in the semantic map.
To support experimental analysis, the multisensor LIPD
dataset was used (see Section 5.2 for details). In Section
5.3, the classification methods are evaluated without con-
textual information. The influence of priors on the MAP
decision rule is shown using the experimental results pre-
sented in Section 5.4. To ensure coherent results among the
evaluated methods, all the parameters and variables of the
pre-processing and segmentation stages used in the LIDAR-
based module were rigorously the same during the exper-
iments. In other words: the results reported in the sequel
depend, exclusively, on the classification methods and on
the context-based approach.

5.1. Criterion used for performance evaluation

Per-frame evaluation was chosen as the preferred method-
ology for evaluation of the pedestrian detection system, as
used by Dollar et al. (2009), Enzweiler and Gavrila (2009)
and Enzweiler and Gavrila (2011). Therefore, the basis
for the system performance evaluation relies on compar-
ing all the detection windows in a given frame with the
set of ground-truth G in the same frame. An element of
G is defined by an area .Ajg and an associated label: class-
0 (occluded or under a minimum scale) or class-1 (entire
body pedestrian). The decision process necessary to estab-
lish the correspondence between the detection windows and
the ground-truth uses the following ratio:

Area( Ajg N A;)

———— > Ay 9
Area( A; UAjg) oo ©)

Y(i.j)=

i.e. the area A; of a given detector has a match with a
ground-truth Ajg if Y'(1i,/) exceeds the threshold Ay, where
Apr = 0.25 was chosen based on the results reported by
Enzweiler and Gavrila (2009). Each detection event in DWW
should be matched at most once with an element of G.
Unmatched elements of DWW count as false positives (FP),
and unmatched elements of G, labeled as class-1, count as
missings. On the other hand, elements of G labeled as class-
0 are ignored, that is, these bounding boxes do not need to
be matched; however, when a match occurs it is not counted
as FP.

5.2. The LIPD dataset

The LIPD dataset, designated Dyipp, comprises two sets,
Dyain and Dyes; the former is used for training pur-
poses, and the latter constitutes the testing set. The
entire set® contains, besides monocular images and LIDAR
scans, data from two proprioceptive sensors, an Inertial
Measurement Unit (IMU) and an incremental encoder,
and also data from a DGPS. The dataset was recorded
using the sensor acquisition system mounted on the
ISRobotCar, an instrument Yamaha vehicle shown in
Figure 8, driving through the areas of the Engineer-
ing Campus of the University of Coimbra and in the
neighborhood (see http://www.isr.uc.pt/~cpremebida/Pololl
-Google-map.pdf).

Due to the fact that the dataset was obtained in outdoor
conditions, and since the sensor apparatus has been exposed
to weather and environmental conditions, not unexpectedly,
some ‘difficulties’ have occurred, such as: light exposure
variations, vibrations, oscillations, noise, dust and particles
in the air, among others. Perhaps one of the main problems
during the data recording was the occurrence of some spots
in the images due to dust on the lens.
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Fig. 9. LIPD dataset examples: (first row) labeled pedestrians used in the training set; (middle row) full images in the testing set; (last

row) screen shot of ROI projections, blue rectangles, in testing images.

The training part of the dataset contains 4606 manually
labeled positives (image cutouts of pedestrians, upright, full
body), and 2444 full-frame 640 x 480 resolution images
without any pedestrian evidence. Thus, the elements of the
training set are the aforementioned 4606 positive cutouts (or
bounding boxes) and a free number of negative instances
which can be extracted from the negative frames. The
current testing set contains 4823 full-frame images, and
detailed annotations regarding the pedestrian’s appearance
(in terms of occlusion), namely: occluded/partial pedes-
trians (class-0) and entire body pedestrians (class-1). A
summary of the dataset is given in Table 1.

5.3. Performance evaluation of the image-based
detectors

A linear SVM, the proposed SVM-cascade and the
deformable parts-based model (hereafter called DPM),
were evaluated and their detection performance on the
LIPD-testing set (D) is reported in the sequel. The clas-
sifier’s models were learned using all the positive exam-
ples and a subset of ‘hard’ negatives extracted from Dy,
using the proposed SVM-based down-sampling algorithm
presented in Section 3.1. Detection rate versus false pos-
itives per frame was the condition used to evaluate the
performance of these methods in Dieg. In order to ana-
lyze, in particular, the generalization capability of the
DPM method and also to have a fair comparison with
the other methods, this detector was evaluated using a
model learned on the LIPD-training set (designated by

Table 1. The statistics of the Dy jpp set.

Training set

Set Npos Nneg Description
Dhrain 4606 2444 Sunny days, autumn sea-
son. Negative instances
should be extracted from
the 2444 frames.
Testing set
Direst 698 * Sunny  days, autumn

season. The number of
negatives (x) depends on
the detection approach to
be used (which can take
advantage of the LIDAR
information or not).

DPM-1) and the model originally learned on the INRIA
dataset available at http://www.cs.brown.edu/~pff/latent-
release4/, which we called DPM-2. Both models are
shown in Figure 10.

To evaluate detection performance, with no use of con-
text, on entire images in contrast with ROI-based images,
we consider the DPM method and the codes available at
http://www.cs.brown.edu/~pft/latent-release4/ as a bench-
mark. Moreover, to demonstrate the impact of the ratio
of intersection area and union area, see equation (9),
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Fig. 10. Pedestrian models obtained with the DPM method. First
row represents the INRIA-based model (DPM-2), which is avail-
able at http://www.cs.brown.edu/~pff/latent-release4/. The second
row shows the model obtained with the LIPD dataset (DPM-1).
From left to right: the root filter’s model, followed by part filters,
and spatial model for the location of each part relative to the root.

on the performance assessment, we have conducted exper-
iments for two values of Ay, 0.25 and 0.15. The results,
for both models, are given in Figure 11. The performance
on ROI-based images, shown in black, is better than the
full-image case, gray dashed lines, for mainly two rea-
sons: the scales are limited, i.e. the maximum size of the
detection window is restricted to the size of the ROI, and
the number of false positives tends to be smaller in ROI-
based approaches. Regarding the models, the results were
favorable to the LIPD-based model (DPM-1). One rea-
son is due to the size of labeled pedestrians in the INRIA
database, where the positives are defined by bounding boxes
of 64 x 128 pixels, which is more than two orders of mag-
nitude larger than the minimum positive bounding boxes of
the LIPD dataset (27 x 54).

5.4. Performance evaluation using contextual
information

In the experiments using information from the position of
the objects in the semantic map, the prior probability for the
positive class P(w;), when the object lies in an incidence
zone, was varied from 0.6 to 0.9 in intervals of 0.1. Con-
versely, P(wy) = 1 — P(w;) assuming mutually exclusive
events. Notice that when P(w;)= P(wg) both events are
equiprobable, i.e. the contextual information has no effect
on the MAP rule and the detection problem resumes to one
of ML decision making. We have set P(w;)= P(wj)= 0.5
for this case.

The impact of contextual information on detecting pedes-
trians in ROIs is shown in Figure 12, where a linear SVM

(linSVM), the proposed SVM-cascade ensemble (SVM-
casc) and the DPM method trained on the LIPD training
set (DPM-1) were evaluated. The best performance, using
context, was achieved with P(w;)= 0.8, denoted by P=0.8
on the legend. On the other hand, results when context does
not influence the decision making i.e. for P=0.5, are plotted
on the same figure to enable comparison. In addition, we
observed from additional experiments that for P(w;) > 0.8
the detection performance tends to decrease, indicating a
risk of providing the system with very confident priors. The
context-based solution obtained, on average, an improve-
ment of above 5% on the detection performance of all clas-
sification methods at the interval of 1 to 10 FP per frame.
For some values of FP in that interval, a gain of over 10%
in the detection rate was achieved. However, the increment
on the performance was not strictly the same in all cases
because the distributions that model the classifier’s response
are, as expected, not the same.

5.5. Discussion of processing time

To assess the processing effort, or CPU time, between
pedestrian detection on full-image frames versus ROI-based
approaches, we performed experiments using a linear SVM
and the Fisher’s Linear Discriminant classifiers. Experi-
ments with full frames demanded, on average, a computa-
tional time three times higher than the ROI-based approach.
However the CPU time of all the LIDAR-based process-
ing stages involved in our system was not strictly taken into
account in our experiments.

We also did runtime analysis between the SVM-cascade
and a linear SVM, which was of the order of five times
faster than the latter method. Nevertheless, both methods
are similar in terms of classification performance as shown
in Figure 12. On the other hand, the majority of the compu-
tational cost imposed by the context-based module depends
on the processing time involved in the LIDAR-based mod-
ule.

6. Conclusions

This work presented a context-based multisensor fusion
architecture for pedestrian detection in urban environments.
The proposed architecture comprises three main process-
ing stages: (i) a LIDAR-based module acting as the pri-
mary object detector and ROI generator, (ii) an image-based
module using sliding window detectors with the role of val-
idating the presence of pedestrians in ROIs, and (iii) a mod-
ule which supplies the system with contextual information
obtained from a semantic map. The LIPD dataset, which is
highly imbalanced, was used for experimental evaluation.
Moreover, a down-sampling method, using support vectors
extracted from multiple linear SVMs, was used to reduce
the cardinality of the training set and, as a consequence, to
decrease the CPU time during the training process.
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Fig. 11. Evaluation of the DPM benchmark method on ROIs obtained from the LIDAR-based module (curves in black), and on full
frames (dashed curves). In (a) we have detection performance using the DPM-1 model, and in (b) the results were obtained with DPM-2.
The numbers 0.25 and 0.15, on the legend, correspond to values of Ay, for ground-truth matching.

0.9

rate

—— DMP-1, 0.25, (P=0.5)
—&— DMP-1, 0.25, (P=0.8)
= = =}inSVM, 0.25, (P=0.5)
—&— linSVM, 0.25, (P=0.8)
= = SVM-casc, 0.25, (P=0.5)
—&O— SVM-casc, 0.25, (P=0.8)

detection

6 8 0 12 14 16 18
positives per frame
Fig. 12. Evaluation of the pedestrian detectors, in ROIs, using
context-based information (indicated by P = 0.8) and when
context does not affect the MAP decision (given by P = 0.5).

Experiments demonstrated that contextual information
enhances the performance of a pedestrian detection sys-
tem. The experiments were performed using a linear SVM,
the proposed SVM-cascade and the DPM method. How-
ever, similar tendencies in the performance are expected
when using other classification methods since the contex-
tual information enters in the system as prior probabili-
ties which are independent of the conditional probabilities
given by the classifier. The use of incidence regions clearly
enhanced the detection performance, which demonstrates
that the probability of pedestrian occurrence in some spe-
cific zones (e.g. crosswalks, bus stops) is higher than in
other zones. The use of context in such perception sys-
tems seems to be a promising area, since plenty of con-
textual information, other than the critical regions, can be

used, such as: day, time, weather conditions, object velocity,
infrastructure-based information, and so on.

Notes

1. HOG denotes Histogram of Oriented Gradients, introduced by
Dalal and Triggs (2005).

2. the point may represent the position of a detected object or one
of the corners of a polygon that defines an incidence region.

3. Both classes are likely to occur.

5. available online: http://www.isr.uc.pt/~cpremebida/dataset
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